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Abstract

On the one hand, hyperparameter optimization can be crucial to leverage the full potential
of machine learning models and pipelines, even in the age of agentic workflows and foundation
models. On the other hand, hyperparameter optimization can be quite frustrating for new
users because tools suggest very simple use, but in practice, we need to pay attention to
sound workflow to ensure reliable results that actually pay off and do not waste compute or
inflate expectations. This is a practical step-by-step guide to hyperparameter optimization
with no equations or definitions.

Before You Start: What HPO Can (and Cannot) Do for You

Hyperparameter optimization is one of the most reliable ways to improve the performance of
a machine learning pipeline, but it is not magic. Before investing compute, calibrate your
expectations:

HPO finds good configurations, not miracles. If your features are uninformative, your data
is mislabeled, or your model class is a poor fit for the task, no learning rate will save you.
HPO tweaks a working pipeline; it does not repair a broken one.

Gains vary widely. On some problems, careful tuning yields dramatic improvements (in par-
ticular for sensitive models such as gradient-boosted trees or DNNs trained from scratch);
on others, defaults are already close to optimal (Probst et al., 2019; Anastacio and Hoos,
2020). Both outcomes are informative.

HPO replaces tedious manual trial-and-error, not thinking. Its biggest practical bene-
fits are reproducibility, systematic coverage of the search space, and freeing you from
babysitting training runs, even when the final accuracy gain is modest.

Budget honesty beats wishful thinking. A well-configured HPO run with a realistic budget
and a well-designed configuration space will almost always beat an over-ambitious run that
is stopped halfway in frustration.

With that mindset, the following 13 steps guide you from a dataset to a trustworthy, tuned
model. There is a glossary in Appendix A if you do not know certain technical terms yet.

1. Split Your Data into Training, Validation, and Test Data

If you only train a single model and want to check its generalization performance, the common
recommendation is to split your data into training and test data, i.e., you train on the training
data and assess generalization on the test data. However, as soon as you run HPO, even a simple
grid search, you need three disjoint sets:

Training data to fit the model for each candidate hyperparameter configuration,

Validation data as a proxy for generalization performance, on which the HPO process opti-
mizes,
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Test data for a final, unbiased estimate of generalization performance that was never optimized
on.

The reason is subtle but important: by selecting the configuration that performs best on the
validation data, you implicitly overfit to it. Reporting validation performance as your final result,
therefore, gives an optimistically biased estimate.

IMPORTANT I: Use your test data only once, at the very end. You may never make decisions
based on test performance (e.g., judging whether a configuration performed “well enough” and
going back to run more HPO). The test data exists solely to assess generalization.

IMPORTANT II: Although it might seem unintuitive at first glance, resampling the training-
validation split (or repeated cross-validation) can improve generalization to unseen data because
it gets harder to overfit on a single split by chance (Nagler et al., 2024).

Extra Mile: If you have a very small dataset with noisy single splits and a very cheap model,
consider an inner cross-validation (on the level of training-validation splits) to obtain more reli-
able performance estimates. Be aware that this multiplies compute costs and is often infeasible
for modern deep learning models on large datasets; a single fixed split is then an acceptable and
common compromise. Commonly, a repeated cross-validation is recommended for fewer than
500 datapoints, a 5 or 10-fold cross-validation is recommended for 500–50,000 data points, and
a simple holdout beyond that (Bischl et al., 2023).

Extra Mile II: If you would like to obtain more reliable insights into the generalization per-
formance of the HPO process itself, you can also add an outer cross-validation split (at the
validation-test level).

Remark I: If you apply any kind of preprocessing of your data, this belongs into the inner
evaluation pipeline to avoid data leakage. This also means your preprocessing is “trained” on the
training data, not on the full dataset.

Remark II: Make sure your split respects the structure of your data. Time series require
temporal splits, grouped data (e.g., multiple samples per patient) require group-aware splits,
and imbalanced classification benefits from stratification. A leaky split will mislead HPO far
more than any suboptimal optimizer choice.

2. Establish a Baseline

To know later whether HPO was successful (i.e., provided any performance gains), you first need a
baseline. Typically, you can simply use the default configuration provided by the documentation
of your ML package. Train your model with this configuration and evaluate it on the validation
data (and record its validation and test performance for the final comparison).

This baseline serves two purposes: it is your reference point for measuring HPO gains, and it is
a fairly cheap sanity check that your entire pipeline (data loading, training, evaluation, logging)
works end-to-end before you launch hundreds of runs.

Extra Mile: If you know a stronger baseline configuration, even better. A common rule of
thumb is that similar datasets (e.g., CIFAR-10 and ImageNet are reasonably similar) combined
with similar architectures admit similar hyperparameter configurations. For instance, there are
well-known default learning-rate regimes depending on whether you train a CNN or a ViT. Check
published papers or public code for your application to identify baselines others have used; the
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Deep Learning Tuning Playbook (Godbole et al., 2023) collects many such heuristics for deep
learning.

Extra Mile II: If you wonder about the required complexity of your model, you can run a short
sequence of increasingly complex models (e.g., linear model, random forest, boosting, DNN) with
default configurations. Pick the simplest model within one standard error of the best one. If you
figure out that a simple model also suffices for your data, you can save compute resources and
maybe even increase the inherent interpretability of your model.

Remark: Resist the temptation to hand-tune your baseline extensively “just to be fair”. Every
manual tuning iteration is itself HPO, which is done unsystematically and without accounting.
Pick a defensible default, document it, and move on.

3. Assess the Noise Level

Nearly all ML algorithms are randomized, e.g., through weight initialization, data shuffling,
dropout, data augmentation, or even non-deterministic GPU operations (Yuan et al., 2025). It
is essential to understand the noise level of your performance estimates before interpreting any
HPO result. If changing the hyperparameter configuration improves accuracy by X%, but re-
running the default configuration with different random seeds also produces an improvement of
X%, you cannot tell whether you found a better configuration or merely a lucky seed.

Train and evaluate your baseline configuration with at least three different random seeds and
record the difference between the lowest and highest performance estimate. This gives you a
rough “significance threshold”: improvements within this range should be treated as noise. We
will come back to how to use this information in Steps 9, 11, and 13.

Extra Mile I: Evaluate your baseline with at least 10 random seeds and compute the standard
deviation. This turns your rough range into a usable statistical estimate.1

Extra Mile II: Evaluate your baseline with even more random seeds and use statistical hypoth-
esis testing to estimate the noise distribution (e.g., Gaussian or exponential).

Extra Mile III: Evaluate several random seeds for a handful of different configurations. Some
algorithms (e.g., SVMs, but also deep networks near instability regions) exhibit heteroskedastic
noise, i.e., the noise level depends on the hyperparameter configuration itself. This matters later
when choosing and configuring your HPO optimizer (Step 12).

Remark: If the seed-induced noise is larger than any performance difference you care about,
fix this first, e.g., by increasing validation set size, using repeated evaluation, or averaging over
seeds, before running HPO. Optimizing pure noise wastes compute and produces configurations
that will not generalize.

Remark: Depending on the noise distribution and your noise-to-signal ratio, you can also get
away without any repeated measurements. For example, Benning and Döring (2026) showed
that this can hold for certain supervised learning problems. For tuning RL agents, we have seen
evidence that repeated measurements are often required.

1In expensive Deep Learning applications, we often see only evaluations on 3 random seeds. This gives you,
obviously, a much less reliable estimate of your noise. In Reinforcement Learning, sometimes even 50 or 100
random seeds are recommended (Agarwal et al., 2021).
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4. Design Your Configuration Space

This is the most crucial step. There is a fundamental trade-off: by tuning more hyperparameters,
better configurations may exist in your space, so the potential effectiveness increases. At the
same time, a larger space is harder to search (the curse of dimensionality), so the efficiency of
HPO2 decreases, i.e., you must invest substantially more compute to find a good configuration.

Unfortunately, this trade-off is not obvious a priori. Depending on your HPO optimizer and the
properties of your space, you can approach it in two ways:

Approach I: Start small and grow. Most HPO optimizers are most efficient on low-
dimensional, mostly continuous spaces. Start with a small set of the most impactful continuous
hyperparameters (typically 3–4 for deep learning, e.g., learning rate, weight decay, and dropout
rate) and expand the space in successive HPO runs if budget allows. This is the recommended
path for first-time users and for expensive training runs.

Approach II: Start large and prune. In the early days of HPO, the recommendation was
to tune as many hyperparameters as possible. Complex AutoML systems such as Auto-sklearn
(Feurer et al., 2022), Auto-WEKA (Kotthoff et al., 2017), or Auto-PyTorch (Zimmer et al., 2021)
successfully tune dozens of hyperparameters, and the optimizer SMAC (Hutter et al., 2011; Lin-
dauer et al., 2022) has even tuned more than 300 parameters of the SAT solver lingeling (Hutter
et al., 2017). If your evaluations are cheap, you can include every hyperparameter you can
identify and later remove those found to be unimportant via importance analysis (see Step 11),
continuing with a reduced space.

Independent of the approach, get the basics right:

Choose sensible ranges. Wide enough to contain good values, narrow enough to be search-
able. If in doubt, err on the wide side. Step 11 shows how to detect ranges that are too
narrow.

Use appropriate scales. Hyperparameters spanning orders of magnitude (learning rate, reg-
ularization strength) must be searched on a log scale. This single decision often matters
more than the choice of optimizer.

Encode types correctly. Declare integers as integers and categorical choices as categoricals;
do not shoehorn them into floats. Encoding categorical hyperparameters as integers would
impose a fake distance metric between categories and could degrade the efficiency of many
(in particular model-based) HPO optimizers.

Don’t tune monotone “more-is-better” hyperparameters. Settings such as the number
of epochs or the dataset size should not be tuned; instead, set them based on your available
compute. This reduces the size of your configuration space and ensures that these are set
properly. You could nevertheless use them as fidelities to make your HPO more efficient
(see Step 8).

Model dependencies. If some hyperparameters are only active under certain choices (e.g., the
momentum hyperparameter only for SGD), use conditional hyperparameters if your tool
supports them, rather than leaving inactive dimensions to confuse the optimizer.

A useful footnote: if you assume that your space contains many potentially unimportant hyper-
parameters but you do not know which, a good model-based HPO optimizer (unlike grid search)

2Efficiency of HPO is typically defined by either how well-performing your final configuration is within a fixed
budget or how good it is in terms of any-time performance (i.e., the average performance of your incumbent
configuration at any point of time).
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can implicitly identify the important ones after a while, and will suffer less from the curse of
dimensionality than the raw dimension count suggests.

5. Use Your Expert Knowledge

HPO is not an alternative to expert knowledge. It is a way to encode and amplify it. Everything
you (or the community) already know about your problem should flow into the setup:

Center the space on known-good defaults. If the documented default learning rate is 1e-3,
a range of [10−5, 10−1] on a log scale embeds that knowledge; a range of [0, 1] on a linear
scale discards it.

Encode beliefs as priors. Modern optimizers can take an explicit prior distribution over where
good configurations lie and still recover if the prior is wrong. πBO (Hvarfner et al., 2022)
does this for Bayesian optimization, and PriorBand (Mallik et al., 2023) for multi-fidelity
HPO. This is currently the cleanest mechanism to combine expert intuition with system-
atic search, and it typically speeds up HPO substantially when the prior is even roughly
correct.

Exploit known relationships. If you know that, e.g., batch size and learning rate should
be scaled together, consider reparameterizing (tune the learning rate per unit batch size)
rather than hoping the optimizer discovers the coupling.

Rule out nonsense early. Configurations that are known to crash, diverge, or exceed memory
should be excluded via the configuration space design or constraints. It is undesirable to
discover out-of-memory errors repeatedly, as it makes HPO much more inefficient (see
Remark III).

Extra Mile: Ask colleagues, scan papers on similar tasks, or consult community resources for
typical good ranges. A 10-minute literature search can save days of computing.

Remark I: Expert knowledge can also be wrong or outdated. That is precisely why we encode
it as a prior rather than as hard constraints. Keep the space wide enough that HPO can prove
you wrong.

Remark II: It is now quite common for people to use LLMs to generate initial hyperparameter
configurations or prior information. From our experience, this can go well or also fail horribly.
Therefore, using prior encoding rather than blindly trusting the LLM is quite reasonable.

Remark III: If you don’t know upfront whether configurations crash, time out, or exceed
available memory, you should look out for an HPO tool that can handle such unknown constraints
in your configuration space. Such approaches can learn which hyperparameter ranges lead to
undesired crashes and avoid them as much as possible.

Remark IV: You should distinguish between constraints that you can evaluate before training
your model (e.g., memory size) and constraints that you can only evaluate after training (e.g.,
fairness). The former should be cheaply evaluated before spending computing resources on the
training, and the latter is inherently costly.

6. Run an Initial Design

Most state-of-the-art HPO optimizers first run an initial design covering the configuration space,
and only then start their model-based search on the collected data. Typically, this initial design
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is implemented as a random search, a (randomized) Latin hypercube, or a Sobol sequence. Since
uniform search can by chance overlook certain areas of the configuration space, we recommend
a quasi-random method like the Sobol sequence as a robust default.

Although very small initial designs exist (one or two evaluated configurations), we recommend
evaluating at least D configurations, where D is the number of hyperparameters in your space.
The intuition is that in a D-dimensional space, you need at least D points to define even a linear
trend. This gives you a first, very rough approximation of your HPO landscape and its promising
directions.

The initial design also has an underappreciated practical benefit: it is an early diagnostic. If all
D configurations crash, your pipeline is broken; if all perform identically, your metric or space is
likely misconfigured (see Step 12). Better to learn this after D evaluations than after your full
budget.

Extra Mile: It is not fully understood which initial design size is ideal; recommendations range
up to 3D or even 10D. Some people even recommend only two configurations as an initial design.
If you can easily afford some evaluations, use 3D. And if you have known-good configurations
(the baseline from Step 2, configurations from the literature, or from previous runs, see Step 10),
include them in the initial design so the optimizer starts from informed territory.

7. Choose Your HPO Optimizer

There are many approaches to HPO, including grid search, random search, Bayesian optimiza-
tion (BO), evolutionary algorithms, bandit-based methods, and reinforcement learning. Across
many benchmarks, Bayesian optimization has proven to be a robust and sample-efficient de-
fault Turner et al. (2021): with relatively few evaluated configurations, it finds reasonably good
ones (Feurer and Hutter, 2019; Bischl et al., 2023). In practice, you will rarely implement it
yourself; open-source tools include SMAC3 (Lindauer et al., 2022), Optuna (Akiba et al., 2019),
SyneTune (Salinas et al., 2022), and Ax (Olson et al., 2025). Choose one that supports your
space (categoricals, conditionals, multi-fidelity, see Step 8) and integrates with your training
stack; the differences between well-implemented BO tools are usually smaller than the difference
between BO and no HPO at all.

Remark I: Every approach will sometimes win, depending on your configuration space, land-
scape properties, and budget. Unfortunately, the best approach cannot be reliably determined a
priori without running them all, which defeats the purpose. Bayesian optimization is a reason-
ably good default that remains flexible if you have further expert knowledge (Step 5) or special
requirements (Step 12).

Remark II (state of the art): Recently, LLM-based and agentic approaches that propose
hyperparameters or iterate on entire pipelines have gained attention. They can be a useful
source of strong initial configurations and priors (Chang et al., 2025), but as of today, they lack
the statistical grounding and reproducibility of classical HPO; treat them as a complement (e.g.,
to seed the initial design or define priors) rather than a replacement for a systematic optimizer.

8. Choose Your Fidelity Scheme

In principle, you can train every candidate configuration to full convergence. However, each such
training run can take a long time, and doing this hundreds of times may be infeasible or simply
too costly.
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The current gold standard is therefore a multi-fidelity approach: you approximate the full train-
ing run cheaply, for example, by training on a subset of the data or for fewer epochs, both of
which are long-standing best practices from manual tuning. Methods such as successive halv-
ing (Jamieson and Talwalkar, 2016) and Hyperband (Li et al., 2017) systematically trade off
cheap approximations (low fidelities) against expensive ones (high fidelities), aggressively dis-
carding configurations that already look poor at low fidelity and promoting only the promising
ones.

Fortunately, multi-fidelity scheduling combines cleanly with different optimizers. The original
successive halving and Hyperband are built on random search, but combinations with Bayesian
optimization (BOHB; Falkner et al., 2018), evolutionary search (DEHB; Awad et al., 2021), and
expert priors (PriorBand; Mallik et al., 2023) are available in standard tools and are usually a
good practical choice for deep learning.

Remark: Multi-fidelity only helps if the low fidelity is predictive of the high fidelity, i.e., the
ranking of configurations is roughly preserved. This is often, but not always, the case: for
instance, large learning rates can look bad early but win after long training, and small data
subsets can favor different regularization. If you suspect weak rank correlation between fidelities,
spot-check it on a few configurations, use a more conservative promotion rate (η hyperparameter
in successive halving), increase your minimum fidelity, or, in the worst case, fall back to full-
fidelity BO.

Extra Mile I: Choose the fidelity dimension that gives the best cost/information ratio for your
problem: epochs for deep learning, dataset size for data-hungry classical models, number of trees
for gradient boosting, or image resolution in vision.

Extra Mile II: Implement checkpointing to load already partially trained models from disk
instead of training them from scratch. For an exponential multi-fidelity schedule (e.g., throwing
away the poorly performing half of the configurations at each fidelity step), this gives you only
a constant-factor speedup, but a constant factor of 2 or 3 can save you a lot of time. Note that
this comes at the cost of disk space and is only feasible if you can afford checkpoint space-wise
and if saving and loading them does not incur a large overhead compared to retraining.

9. Choose Your HPO Budget

Decide on your compute budget before you start, and think in units of full training runs (full-
fidelity evaluations), not abstract “trials”:

Rough guidance: for a small space of 3–5 hyperparameters, a budget equivalent to 20–50 full
trainings is often enough to see solid gains with BO; with multi-fidelity methods, the same
wall-clock budget stretches to effectively many more configurations. For larger spaces,
budget accordingly, or shrink the space (Step 4).

Reserve budget for the end. Keep enough compute to retrain your final configuration with
multiple seeds and to run the single-test evaluation (Step 13). An HPO run that consumes
100% of the budget on search and leaves nothing for validating the results is a common
and painful mistake.

Define a stopping criterion. Either a fixed number of evaluations / wall-clock limit, or a
pragmatic early-termination rule (“stop if the incumbent has not improved by more than
the noise level from Step 3 within the last N evaluations”).

Parallelize deliberately. Most modern tools support asynchronous parallel evaluation. Paral-
lelism reduces wall-clock time almost linearly for random search and multi-fidelity methods,
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and still very well for BO, but sample efficiency per evaluation degrades slightly with a large
number of parallel workers. In general, you should prefer asynchronous parallelization over
synchronous since training of models with different configurations has different runtimes
(e.g., more layers, more trees, more aggressive learning rates, and thus faster convergence,
etc. pp.)

Remark I: If you have a lot of computing power and you can afford a large number of config-
uration evaluations, your risk of overfitting to your training-validation split can increase. The
more budget you have, the more you have to pay attention to repeated splits (see Step 1, or
Bischl et al. (2023) for an illustrative example).

Remark II: Whether you go for the number of evaluations or wall-clock time depends on two
facts: (i) Cost the evaluations of each configuration roughly the same? And (ii) Is the overhead
of the HPO optimizer increasing substantially over time (e.g., by using a vanilla GP) compared
to a configuration evaluation? If you answer one of these questions with a “yes,” you should go for
wall-clock time (or other compute-resource-based metrics) instead of the number of evaluations.

Extra Mile I: Track energy or cost alongside performance. Multi-fidelity HPO is not only
faster but also greener; and for many applications, a configuration that reaches 99% of the best
observed performance at a fraction of the training cost is the genuinely better choice.

Extra Mile II: If you cannot afford a small number of training runs of your model, you need to
do HPO on a small-scale version (either of the data or the model) and then apply scaling laws
to get to your desired large model (e.g., µ-Transfer by Yang et al., 2021). Note that there are
no universal scaling laws for all kinds of hyperparameters and models. Typically, there is some
underlying assumption limiting the applicability. Check these first and adapt your configuration
accordingly.

10. Warmstart Your HPO

You are rarely the first person or the first project to tune a model like yours. Warmstarting
reuses this prior experience and is one of the cheapest ways to make HPO dramatically more
efficient:

Seed the initial design (Step 6) with configurations that worked well on similar tasks: your
baseline, configurations from papers or public code, or incumbents from your own previous
HPO runs on related datasets.

Use priors (Step 5): πBO and PriorBand let you softly bias the search toward previously
successful regions while still allowing exploration.

Use portfolios: systems like Auto-sklearn 2.0 (Feurer et al., 2022) first evaluate a fixed portfolio
of complementary configurations that performed well across many datasets before starting
model-based search, a strategy you can replicate already based on your initial design or
after running HPO fully.

Reuse evaluation data: if you re-run HPO on a slightly changed setup (new feature, more
data), feeding the old evaluations to the optimizer as historical observations can save a
large fraction of the budget, provided the task change is modest.

Remark: Warmstarting biases the search. If your new task differs substantially from the source
tasks, an overconfident warmstart can be worse than a cold start. Always keep some explo-
ration in the loop and let the data overrule the transfer. (Most HPO packages already do this
automatically.)
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11. Debug Your HPO Run

Do not treat HPO as a fire-and-forget black box. Inspect your run, during and after, with a
short checklist:

1. Did anything crash? Check how many evaluations failed (out-of-memory, divergence,
NaN losses). A high failure rate distorts the optimizer’s model; fix the space or add
constraints (Step 4) and ensure failures are reported as poor performance rather than
silently dropped.

2. Did HPO beat the baseline, beyond noise? Compare the incumbent’s validation
performance against the baseline (Step 2) relative to the noise level (Step 3). An “improve-
ment” within the seed-noise band is not an improvement.

3. Did HPO beat the baseline on validation and test data? If your incumbent config-
uration performs well on validation but delivers no performance gains on test data, either
your pipeline is broken, your data split is a problem, or you simply overfitted with HPO
to your training-validation data. Get to the bottom of this issue.

4. Did HPO beat random search? If your tool logs the initial design separately, check
whether the model-based phase actually improved over the best random configuration. If
not, your budget may be too small, the space too large, or the landscape too noisy.

5. Are the best configurations at the boundary of your ranges? If the incumbent sits
at the edge of a hyperparameter’s range, the true optimum likely lies outside; widen the
range and rerun (this is the most common actionable finding).

6. Which hyperparameters mattered? Run a hyperparameter importance analysis, e.g.,
HyperSHAP (Wever et al., 2026), to bundle these analyses with visualizations of the HPO
run. Use the results to prune unimportant hyperparameters (Approach II in Step 4) or to
focus the budget in a follow-up run.

7. Is the metric right? Verify that the metric HPO optimizes is truly the one you care
about (including its sign and aggregation). Optimizing the wrong metric perfectly is a
surprisingly common failure mode.

Extra Mile: Log everything (configurations, seeds, fidelities, learning curves, wall-clock time,
and energy cost) in a structured format. Post-hoc analysis is only as good as your logs, and a
well-logged failed run is more valuable than a poorly logged successful one.

12. (Optional) Fine-Tune Your BO Approach

If you chose Bayesian optimization (Step 7) and want to squeeze out more, a few design decisions
inside BO are worth knowing. Sensible defaults exist in all mature tools, so treat this step as
optional refinement:

Surrogate model. Gaussian processes are the classic choice and excel on small, purely continu-
ous spaces (up to ∼10-20 dimensions), as popularized for ML hyperparameter optimization
by Snoek et al. (2012). Random-forest surrogates (as in SMAC) and the Tree-structured
Parzen Estimator (as in Optuna’s default) handle mixed continuous/categorical and condi-
tional spaces more gracefully and scale to higher dimensions. Match the surrogate to your
space, not the other way around.

Acquisition function. Expected Improvement (EI byMockus (1989); Jones et al. (1998)) or
Upper Confidence Bounds (UCB by Srinivas et al. (2010)) are the robust defaults; log-EI
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variants improve its numerical behavior (Ament et al., 2023). Only reach for uncommon
acquisition functions if you have a concrete reason.

Noise handling. If Step 3 revealed substantial noise, make sure your surrogate models it (GPs:
fitted noise term; random forests: intrinsic).

Parallel proposals. For parallel workers, ensure your tool uses a proper batch/asynchronous
strategy (e.g., fantasizing pending results (Ginsbourger et al., 2010; Snoek et al., 2015) or
local penalization (González et al., 2016)) rather than proposing the same point multiple
times.

Beyond single-objective. If you care about several objectives (accuracy vs. latency vs. energy)
or have constraints (memory limits), use multi-objective or constrained BO variants rather
than ad-hoc penalty terms.

Remark: All of these knobs together typically matter less than a well-designed configuration
space (Step 4) and a sensible fidelity scheme (Step 8). If your HPO run disappoints, revisit those
first.

13. Final Evaluation and Reporting

The often-forgotten last step, and the reason we protected the test data in Step 1:

1. Select the incumbent based on validation performance (accounting for noise: among
configurations within the noise band of the best, prefer the cheaper or more robust one).

2. Re-train the incumbent on the full data (i.e., training + validation + test data
combined) with multiple seeds if necessary. Note that you should only do this if your prior
evaluation with training-validation-test splits gave you reasonable results.

3. Set the classifier threshold (if applicable) after running HPO. This can be done much
better post-hoc, based on a cheap line search rather than jointly with all other hyperpa-
rameters.

4. Evaluate exactly once on the test data and report the mean and standard deviation
across seeds, for both the baseline and the tuned configuration.

5. Report honestly: the configuration space, budget, optimizer, and tool version, seeds,
and the noise level. This makes your result reproducible and your claimed improvement
credible.

If, after all this, HPO did not beat your baseline beyond noise, that is a valid and useful result.
It tells you the defaults are strong for your problem and that your compute is better invested
elsewhere, e.g., in data and features. HPO done right either improves your model or tells you,
with evidence, that it could not. Both outcomes beat guessing.

Extra Mile: Plot how the performance of your incumbent configuration, i.e., the best found-
so-far configuration, changes over time. This gives you insights into how efficient your HPO
run was. If it converged early, you may need less compute budget for similar datasets and
configuration spaces in the future. If it still shows improvement even in later phases, you could
consider running it longer to find even better configurations. Note that this should be a step
function, not a linearly interpolated graph, since the incumbent and thus its performance change
only at discrete time points.

10



A Practical HPO Cookbook Lindauer & Wever

Further Recommendations

For further details on HPO, we strongly recommend the HPO survey by Bischl et al. (2023) and
the general introduction by Franceschi et al. (2025). For reproducible empirical evaluation of
HPO methods themselves, the Carps benchmark suite (Benjamins et al., 2026) is a useful com-
plement. For a deep dive into Bayesian Optimization, we recommend the BO book by Garnett
(2023).

A. Glossary

Acquisition Function
A function used within Bayesian optimization to decide which configuration
to evaluate next, trading off exploration (uncertain regions) against exploita-
tion (regions predicted to perform well). Common choices include Expected
Improvement (EI) and Upper Confidence Bound (UCB).

Baseline (Configuration)
The performance obtained with a documented default (or otherwise defensi-
ble) hyperparameter configuration, used as the reference point against which
HPO gains are measured.

Bayesian Optimization (BO)
A sample-efficient, model-based HPO strategy that fits a probabilistic surro-
gate model to observed configuration-performance pairs and uses an acquisi-
tion function to propose promising configurations to evaluate next.

Conditional Hyperparameter
A hyperparameter that is only active (meaningful) under certain settings of
another hyperparameter, e.g., momentum is only relevant when the optimizer
is set to Adam but not for vanilla SGD. Configuration spaces should encode
such dependencies explicitly.

Configuration Space
The set of hyperparameters to be tuned, together with their types (continu-
ous, integer, categorical), ranges, scales, and conditional dependencies.

Fidelity A cheaper-to-evaluate approximation of a full training run, obtained, e.g., by
training for fewer epochs or on a data subset. Used to reduce the cost of
evaluating individual configurations.

Hyperband A multi-fidelity HPO method that combines successive halving with different
budget allocations to balance the number of configurations explored against
the resources given to each.

Hyperparameter Optimization (HPO)
Optimization of a hyperparameter configuration to maximize a machine learn-
ing model’s performance on a validation set.

Importance Analysis
A post-hoc analysis (e.g., using HyperSHAP) that quantifies how much each
hyperparameter (or interaction between hyperparameters) contributed to per-
formance differences, used to prune unimportant hyperparameters or focus
future budget.

Incumbent The best-performing configuration found so far during an HPO run, according
to the optimization (validation) metric.
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Initial Design A set of configurations evaluated before model-based search begins, typically
generated via random search, Latin hypercube sampling, or a Sobol sequence,
used to obtain an initial, rough picture of the configuration space.

Multi-Fidelity Optimization
An HPO approach that evaluates configurations at varying fidelities (cheap
and expensive approximations of the full training run) and allocates more
resources only to promising configurations, e.g., via successive halving or Hy-
perband.

Noise Level The variation in performance estimates caused by stochastic elements of train-
ing (e.g., weight initialization, data shuffling) or evaluation, typically assessed
by repeating runs with different random seeds. Serves as a threshold below
which performance differences should not be interpreted as real improvements.

Portfolio A fixed set of complementary, previously well-performing configurations.

Prior (in HPO) An explicit probability distribution over promising regions of the configura-
tion space, derived from expert knowledge or prior experience, used to bias
the search (e.g., in πBO or PriorBand) while still permitting exploration.
(Note that model-based HPO with GPs has another prior in the form of the
GP’s kernel deciding how smooth the performance landscape will be approx-
imated.)

Successive Halving
A multi-fidelity scheduling method that repeatedly evaluates a set of con-
figurations at a low fidelity, discards the worse-performing half (or another
fraction), and promotes the remainder to progressively higher fidelities.

Surrogate Model
The probabilistic model used within Bayesian optimization (or other model-
based optimizers) to approximate the (unknown) relationship between hyper-
parameter configurations and performance, e.g., a Gaussian process, random
forest, Tree-structured Parzen Estimator or a Bayesian Neural Network.

Test Data Data held out entirely from the HPO process, used exactly once at the end
to obtain an unbiased estimate of generalization performance.

Validation Data
Data used as a proxy for generalization performance during HPO; the opti-
mizer selects configurations based on this data, which is why it cannot also
serve as an unbiased final performance estimate.

Warmstarting Initializing or biasing an HPO run using prior experience, e.g., seeding the
initial design with known-good configurations, using priors, or reusing evalu-
ation data from related tasks.
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