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Preface

The second edition of the workshop series Patent Text Mining and Semantic
Technologies (PatentSemTech’21) was held as a full-day online event in conjunc-
tion with the SIGIR 2021 conference. The workshop focused on research and
neyj developments from relevant fields such as Natural Language Processing,
Text and Data Mining and Semantic Technologies applied to Patent Retrieval
and Patent Analytics. One important focus of the workshop was to address the
adaptation of existing NLP, MP /DL tools for search and analytics due to the
complexity of patent documents being a lengthy, heterogeneous type of scien-
tific text covering diverse scientific subject areas, such as chemistry, pharma-
cology,etc. Thus, patent data is more difficult to analyse compared to corpora
comprising general language texts. Working with patent data, besides its chal-
lenging aspects, does bring a richness of facets to be exploited with text-mining
and semantic analysis methods as well: (1) It constitutes a huge corpus of
scientific-technical documents for a variety of technological domains. (2) They
are rich in available meta-data such as spatial data, bibliographic data, classi-
fications, temporal data, etc. (3) Patents describe essential scientific-technical
knowledge enclosing solutions for real-world applications. (4) They are comple-
mentary knowledge to scientific literature, e.g. chemical and physical properties,
bio-science knowledge for drug-target-interaction, which appears first in patents,
mostly not published elsewhere.

With the PatentSemTech2021 workshop we continued our series of work-
shops launched in 2019, aiming to establish a long-term collaboration and a
two-way communication channel between the IP industry and academia from
relevant fields. Therefore, the 2nd PatentSemTech workshop was organized as a
full-day event with research paper presentations (3 long and 4 short) that were
accepted after peer-reviewing, 2 keynote speakers (Osmat Jefferson, lens.org,
Australia; Noriko Kando, National Institute of Informatics, Japan), expert short
talks and a panel discussion around the topic “Artificial Intelligence and Patent
Analysis: Friends or Foes?” with 5 invited speakers from patent institutes, uni-
versities and industry. In a demo session, academic, start-up and open-source
IP text mining tools were presented in 3 separate demos.
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Further information on the topics, schedule, and further developments of the
PatentSemTech workshop can be found at the website:
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First Keynote:
Open toolkits for problem solvers in the science &
technology-based innovation ecosystem

Osmat Jefferson
Queensland University of Technology
Brisbane, Australia
osmat@cambia.org

Abstract

The Lens sources, merges, and links diverse open scholarly works and patents to
inform discovery, analysis, decision-making, and partnering options on Lens.org
platform. The created and shared applications and toolkits are designed to
optimize individual and institutional effectiveness in problem solving. In this
presentation, I'll introduce the role of the Lens in the dynamic and evolving
innovation system, describe its architecture, built upon a metaRecord concept,
and share its new experiment of using open toolkits to amplify a collective action
solution to the problem of problem solving.

Bio

Osmat Jefferson’s interests include science-enabled tools to solve societal prob-
lems. In the past thirty or so years of her professional life, Osmat was a school
teacher, a desk librarian, a first aid volunteer in war zone, a research and lab
leader, a business owner, and a research professor. She researched applied agri-
cultural problems in the field and in the labs of various countries around the
globe, built, and co-developed capabilities for local scientists. Intrigued by the
dynamic and changing nature of innovation systems, she investigates linkages
between various knowledge silos within these systems, including scientific and
technological information and intellectual property and their influence on econ-
omy and society. She and the Lens team build new open toolkits for problems
solvers. Osmat now leads the development of products at Lens.org, an open and
global platform designed by to render science- and technology-enabled problem
solving more effective, efficient and inclusive.
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Second Keynote: Creating Future Values in
Information Access Research through NTCIR:
Reflection of the 20-Year History of
Patent-Related Shared Tasks and the Way Ahead

Noriko Kando
Information and Society Research Division
National Institute of Informatics (NII)
Tokyo, Japan
kando@nii.ac.jp

Abstract

NTCIR (NII Testbeds and Community for Information access Research) is a
series of evaluation workshops designed to enhance the research in information
access technologies, such as information retrieval, question answering, and sum-
marization using East-Asian languages, by providing infrastructures for research
and evaluation. The project started late 1997 and has the workshop in 18-month
cycle. It is a community-led activity and each round of NTCIR hosts several
research tracks called ”tasks”, which are planned and organized by groups of
international researchers. This talk focuses on Patent-related tasks and reviews
how each of them has evolved and impacts to the research community and the
society. Finally some thoughts on the future direction will be presented.

Bio

Noriko Kando is a professor in the Information-society Research Division of
the National Institute of Informatics (NII), Tokyo, Japan, and has been co-
appointed as a professor in the Department of Informatics at the Graduate
University of Advanced Studies, Japan. She is one of the NTCIR initiators
(http://research.nii.ac.jp/ntcir/index-en.html), an evaluation of information-ac-
cess technologies, such as information retrieval, summarization, question an-
swering, and text mining, using East Asian languages and English documents.
She has been the main designer of many and various retrieval tasks: patent
retrieval, cross-lingual IR, opinion analysis, complex question answering, com-
munity Q&A, geo-time search.
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Invited Talks

Panel: Artificial Intelligence and Patent Analy-
sig: Friends or Foes?

Challenges for Patent Practitioners to Apply Al in their
Workflows

Christoph Hewel

Patent Lawyer
BETTEN & RESCH
C.Hewel@bettenpat.com

Abstract

Patent practice has a long history. As a consequence, the internal structure of
patent law firms and their external interaction with clients, patent offices and
courts is well established. Furthermore, also the workflows in patent prosecution
are precisely defined. Such workflows in particular concern drafting and filing
a patent application, prosecuting the application in the examination proceed-
ings at a patent office until patent grant, and sometimes post grant proceedings
(like revocation and litigation). It comes thus with no surprise that applying
disruptive technologies like AI implies a huge hurdle for the patent industry. In
the panel discussion I will present my view as a patent attorney of the concrete
obstacles and some ideas of how they might be overcome. Such obstacles can es-
pecially be found in the internal structure of law firms and their business model.
In particular, due to a time-based revenue model and the rather conservative
nature of patent practitioners, there is high reluctance to invest (and at least in
short-term loose) time trying new and potentially poorly conceived technologies.
It therefore appears advisable to attempt adapting Al-based software solutions
to the patent practitioner’s needs and nature, in order to increase the level
of confidence: Solutions which are custom-tailored to the patent-prosecution
workflows and which imply a proven effect of gaining time for the patent practi-
tioner. This does not only require advances in Al technology but also a profound
understanding of the patent-prosecution workflows.
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IPLodB: Using Linked Open Data in the Innovation Field:
Opportunities Unveiled and Problems Encountered

Dolores Modic

IPLodB Project, Nord University
dolores.modic@nord.no

Abstract

The short talk addresses the linked open data (LOD) approach for enabling
access to (linked) patent information. We also touch upon the IPLodB project,
which takes advantage of two datasets that follow the LOD principles and are
published by two reputable organizations, the European Patent Office and the
Springer Nature. These two datasets represent the core on which we started
building a new patent-centric LOD sub-cloud. Hence, we will look at AI and
patent analysis from a linked open data perspective and try to discuss its tech-
nological impact for future developments.

Artificial Intelligence Opportunities in the Patent Grant
Process: An IP Office Perspective

Alexander Klenner-Bajaja

Head of Data Science
European Patent Office
aklenner@epo.org

Abstract

Patents have much to offer in terms of artificial intelligence challenges. The filing
of a patent application sounds like a enumeration of machine learning tasks: An
application needs to be routed to the correct team (classification), it needs to
be translated (neural machine translation) and last but not least it needs to be
precisely classified within the CPC (Classification again). What happens next
is a search for prior art: An information retrieval task that also benefits already
today from machine learning. The information in patents is stored in figures
(computer vision) and unstructured text (natural language processing), which
makes it even more interesting to apply latest deep learning breakthroughs to
solve challenges around patents. The citation graph of all prior art is waiting
to be explored by graph neural networks. However patents are also different:
they are written in a legal and technical language that uses different syntax
and different terminology compared to the internet in general (i.e. usual off
the shelf trained models). The drawings are not those of cats and dogs, but of
technical nature, in black and white. In this talk some of the challenges will be
highlighted and we show how they are approached and solved at the European
Patent Office.



Al in and for Patent Analytics: A hype or an efficient sup-
port tool for patent analysts?

Irene Kitsara

World Intellectual Property Organization
irene.kitsara@wipo.int

Abstract

Over the years, different automation tools for patent analytics tasks were pro-
posed to management and patent information professionals, promising efficiency,
reduction of time and necessary human resources. Patent information pro-
fessionals have often been skeptical, raising concerns about quality, precision,
transparency and control of the process and the outcome. With the Al advance-
ments and related trend, governments, businesses, and individuals are eager to
leverage the potential of Al and deploy them in their workflow. While AT or “Al-
powered” tools start appearing, and Al is explored by IP offices and academia,
two questions arise: is it working and is it worth it? The future of patent
analytics is expected to include Al, even if the exact form and extent are not
yet clear. In this talk we will share some thoughts and observations about the
status of Al tools for patent analytics, related benefits and challenges. We will
use as basis for these thoughts a. WIPO’s exploratory work (2016 and ongoing
work) on the use of open source tools and machine learning for patent analytics
tasks in the framework of preparation of related methodological resources; and
b. USPTO’s report (2020) comparing the performance of a patent professional
team using traditional search and analysis approaches for the WIPO Technology
Trends report on AT (2019) with the results of an AT model to retrieve and group
Al-related patent documents, using WIPO's patent dataset as benchmark.

Patentability Search: University’s Perspective
Tanja Sovic

Head of Patent & Licence Management
Technische Universitat Wien
Tanja.sovic@tuwien.ac.at

Abstract

Prior art search is crucial for the university’s research. Being aware of rele-
vant literature and patents related to the research topics can proof that our
work is unique. Accelerated technological development and increasing number
of interdisciplinary collaborations between different scientific areas lead to the
expanding complexity in the prior art search. How can Al support these trends?



Industry Demos: Integrating linguistic knowledge
and Deep Learning into patent search tools

WIPO Pearl - Insights into the Concept Map Search and
Linguistic Search

Geoffrey Westgate and Cristina Valentini

World Intellectual Property Organization
{name.surname} @wipo.int

Abstract

In this workshop we shall present WIPO Pearl, the multilingual terminology
portal of the World Intellectual Property Organization (WIPO), a specialized
agency of the United Nations E The nature of the linguistic dataset made
available in WIPO Pearl will be described and we shall show how multilingual
knowledge representation is achieved and graphically displayed. Secondly, we
shall demonstrate how such data is exploited to facilitate search of prior art for
patent filing or patent examination purposes, by leveraging the validated lin-
guistic content as well as the validated conceptual relations that are presented
in “concept maps”. We shall discuss how, in addition to humanly validated
concept maps, “concept clouds” are generated by means of machine learning
algorithms which automatically cluster concepts in the database by exploiting
textual data embedded in the terminology repository. Finally, we shall present
opportunities for collaborations with WIPO in the field of terminology. WIPO
Pearl was launched in September 2014. The portal gives free access to the con-
tents of the terminology database of WIPO’s Patent Cooperation Treaty (PCT)
Translation Division (PCT Termbase), a repository of scientific and technical
terms extracted from patents in ten languages. Its aim is to promote accurate
and consistent use of terms across different languages, and to make it easier to
search and share scientific and technical knowledge.

WIPO Pearl contains multilingual language data and semantic data, all fully
validated by language experts, and constitutes an innovative project amongst
terminology databases freely available on the Web today. The design of WIPO
Pearl seeks to offer users flexible and distinct yet complementary ways of search-
ing the terminology dataset: a traditional search by term, called Linguistic
Search, and a search by concept, called Concept Map Search, which allows
users to browse the conceptual system organized by subject field / subfield and
by language. Moreover, WIPO Pearl allows users to exploit synergies between
the terminology database and other WIPO patent-related resources, notably
PATENTSCOPE, WIPQO'’s database of patent applications, and machine trans-
lation services embedded in the latter such as PATENTSCOPE CLIR. Redi-
rection to PATENTSCOPE, in particular, allows users to look for prior art for

Thttp://www.wipo.int/reference/en/wipopearl
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patent filing purposes by using the validated terms of the PCT Termbase as
“seed terms” or keywords.

Since its launch, new versions of WIPO Pearl have been released, with en-
hancements targeted at improving the user’s experience by facilitating the navi-
gation and filtering of results, localizing the user interface (currently available in
ten languages), and offering additional features such as a quick term-list view,
image search, and a “concept path” search option within Concept Map Search
that allows users to find the path between two concepts, showing all the related
concepts in between. The concept path search function also allows users to
launch a combined keyword search in PATENTSCOPE after having selected a
concept path, thus allowing users to exploit validated semantic relations existing
in the terminology records (partitive, generic, associative, as well as synonyms)
to enhance patent search and search of prior art. Finally, an innovative recent
feature involves the generation of “concept clouds” in Concept Map Search to
display relationships between as yet unlinked concepts (i.e. concepts that are
not yet part of the validated concept maps), as suggested by a machine learning
algorithm trained on the corpus of validated contexts and relationships existing
in WIPO Pearl.

Alongside these technical improvements, the contents have been regularly en-
hanced by adding collections of new terms and concepts, many arising from col-
laborations with external partners, including universities worldwide. Currently
WIPO Pearl contains 205,000 validated terms and 21,000 validated concept
relations. The workshop will conclude by describing opportunities for collabo-
ration with WIPO in the field of terminology, whether for university students
of terminology, or scientific and technical experts whose assistance is sought to
complement the work of WIPO’s language experts in validating the contents of
WIPO Pearl.



The next generation Al-based Prior Art Search tools can
be sustainable and transparent.

Linda Andersson, Peter Pollak, Tobias Fink, Florina Piroi

Artificial Researcher IT GmbH
{name.surname }Qartificialresearcher.com

Abstract

In the workshop PatentSemTech’21, we will in our demo talk introduce software
and services developed by the start-up Artificial Researcher IT GmbH (AR).
The start-up was founded in 2019, and the company’s text mining technology is
based upon a two-time award-winning PhD research result by Linda Andersson
at TU Wien. The focus of the demo will be the technology behind the AR
Data Pipeline solution, which is a production flow that process any type of
machine-readable text data and create sustainable ready to use indices and on-
tologies, as well as enhanced data formats, which can be integrated into client’s
own dataflow system. The ontology generated by the AR Data Pipeline is im-
plemented as docker images containing the software AR Ontology ServiceEI
and the AR Passage Retrieval Serviceﬂ We have developed a modular soft-
ware architecture which allows for continuous improvement releases, technology
quality, and transparency to our clients.

To develop scientific and patent text mining tools for students, researchers,
and patent experts, we need to understand their daily work, as well as the
linguistic characteristics of the text genres. By integrating domain-specific on-
tologies into the information retrieval system, the AR technology provides au-
tomatic query expansions with understandable semantic information to provide
Transparent Artificial Intelligence (AI). The key component to create sustain-
able search solutions is to provide users with several search alternatives and
not limit the users to just one alternative. Different types of information needs
require different search solutions such as meta-data search, text-box search,
and graph search. With the novel AR Graph Search Service composed of
domain-specific ontologies extracted from the collections, and the direct links
to text paragraphs provide easy knowledge and terminology discovery. Trans-
parent AI provides humans with explainable and thoroughly tested models, the
models answer questions why terms were extracted, and how the related con-
cepts are linked. The retrieval model is also transparent with how the query
formulation was constructed.

To integrate linguistic knowledge into algorithms is essential for domain-
specific text mining tools. To this day, many frequently used algorithms still
postulate a single word can capture the entire scope of a semantic concept. For
many text genres and languages, this is a valid premise, however this is not
true for text genres and languages characterized by frequent multi-word term

*https://graph.artificialresearcher.com/
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(MWT) occurrences used to describe domain-specific concepts. Consequently,
many of the state-of-the-art text mining techniques, as well as Natural Language
Processing (NLP) tools have significant lower performance when applied on
patent and scientific literature.

In the patent domain all types of issues, from very specific search require-
ments to the linguistic characteristics of the text domain, are accentuated. In
writing processing of technical English texts, a MWT method is often deployed
as a word formation strategy in order to expand the working vocabulary, i.e.
introducing a new concept without the invention of an entirely new word. This
productive word formation is a well-known challenge for traditional NLP tools
utilizing supervised machine learning algorithms due to the limited amount of
domain-specific training data (labelled data). The out-of-domain data issue,
increases the unseen events and out-of-vocabulary term occurrences, which neg-
atively affect the performance of the text mining tools. In comparison, Deep
Learning (DL) algorithms do not require large amount of manually labelled
training data, since the algorithms derive knowledge out of unlabelled data
(hence unsupervised methods). However, using an unsupervised method does
not completely exclude labelled data, since labelled data may be required to
initiate the learning process.

In conclusion, DL algorithms have several advantages compared to the su-
pervised NLP methods. However, the unsupervised algorithms need a signif-
icant amount of data to achieve implicit learning from the data. Meanwhile,
supervised algorithms do explicit learning, but will only learn from the labelled
data they are trained on. The unsupervised methods also require a representa-
tive data set in order to reflect the implicit learning that should take place. If
the data is unbalanced (natural biases), the unsupervised algorithms will still
end up with issues regarding unseen events and out-of-vocabulary term occur-
rences, due to the fact that implicit knowledge could not be derived from the
given data. With our technology, we aim to provide text mining solutions with
Transparent Al by focusing on addressing the limitation and reducing the nat-
ural biases in DL models. For the domain-specific ontology population method,
the AR technology extracts single words and phrases by combining NLP and
gazetteers with a domain-specific trained Bidirectional Encoder Representations
from Transformers (BERT) model, part of the AR NLP-toolkit Servicesﬂ
The AR technology makes use of a domain-specific modified NLP module, as
well as an assembly module composed of several similarity values. The assem-
bly module targets the semantic functions, syntagmatic (i.e. MWT relations)
and paradigmatic (i.e. lexical-semantic relations e.g. hyponymy, synonym). To
summarize, the next generation technology needs to incorporate linguistic in-
formation and provide users with several search alternatives (meta-data search,
text-box search and graph search) to give users the option to utilize the most
suitable technology for a given information need. We believe scientific litera-
ture, technology and data should be findable to everyone and not just to those
who know where to look and how to search.

Ihttps://swagger.artificialresearcher.com/?urls.primaryName=unified-nlp-server
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ABSTRACT

Many new chemical compounds are reported each year in patent
documents, leading to increasing demand for methods for automatic
information extraction of chemical compounds and reactions from
patents. Chemical patents often detail a number of similar com-
pounds that have a common substructure and can be synthesized in
analogous ways, and therefore contain many references connecting
descriptions of similar chemical reactions, to avoid redundancy in
describing common reaction conditions. This leads to the problem
of reaction reference resolution, where, given a reaction description,
we need to identify links to other reaction descriptions it refers to.
In this paper, we formally introduce the task and propose baseline
methods to address it in analogy with co-reference resolution. To
evaluate the performance, we create a large-scale silver-standard
dataset based on a commercial database of chemical reactions. The
experimental results show that the approach based on a state-of-
the-art co-reference resolution method struggles to outperform a
simple heuristic in detecting reference links, demonstrating the diffi-
culty of the proposed task and its fundamentally different nature to
co-reference resolution.

CCS CONCEPTS
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KEYWORDS

information extraction, reaction reference resolution, natural lan-
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1 INTRODUCTION

Patents represent a critical source of information about new chemi-
cal compounds, and lead journal publications in both volume and
time [2]. Patents provide not only the name and characteristics of
new chemical compounds, but also the reaction details for their
synthesis, including starting materials, product, reagents, catalysts,
solvents, and the conditions of the reactions such as temperature
and time. Databases such as Reaxys®1 and CASREACT [5] store
a large volume of such chemical reaction information. Given the
commercial and research value of the information in patents, as well
as the large numbers of available patents, developing methods for
automatic information extraction from chemical patents has been a
focus of recent research [17, 24].

A text mining system for chemical reaction information extraction
should aim to obtain details of each reaction, requiring: (1) the
identification of specific spans of text describing reactions; and (2)
the extraction of the compounds participating in, and the conditions
of, a reaction. The second step involves named entity recognition [6,
8, 13, 16, 24], relation extraction [15, 31], entity linking [3, 27], and
event extraction [8, 24, 30], which have been explored intensively in
previous studies. A relatively small number of studies have addressed
the chemical reaction extraction task as a whole [1, 10, 19, 21].

The first step of locating all information relevant to a chemical re-
action has received relatively little attention. This step is a challenge
as it requires processing very long and semantically unstructured
documents, in which a number of similar chemical reactions are
presented. Yoshikawa et al. [32] proposed the chemical reaction
detection task to locate descriptions of individual chemical reactions
in patents, and achieved promising results using a contextualized
document modeling method. Jessop et al. [10] also addressed the de-
tection of chemical reaction descriptions in a heuristic way. However,
previous work has not addressed the important step of resolving ref-
erences between reaction descriptions. In general, a chemical patent
reports a number of similar compounds that have a common chemi-
cal substructure and can be synthesized in analogous ways. Synthesis
steps that are common across similar reactions may be described

1https://Www.reaxys.com. Copyright ® 2021 Elsevier Life Sciences IP Limited. Reaxys®
is a trademark of Elsevier Life Sciences IP Limited, used under license.
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Chemical Reaction Reference Resolution in Patents

only once, and the paragraphs describing individual reactions refer
back to those descriptions to provide specific details without re-
peating information. In our dataset described below, approximately
17% of reaction descriptions contain references to other reaction
descriptions.

To fill this gap in previous work and take a step towards an
end-to-end method for chemical reaction information extraction,
this paper focuses on the task of reaction reference resolution. Our
contributions are three-fold:

o We define the new task of reaction reference resolution, where,
given a reaction description, we aim to identify other reaction
descriptions it refers to.

o In the absence of a large-scale gold-standard dataset, we lever-
age Reaxys®, a large commercial chemical reaction database,
to create a silver-standard dataset, of a size that supports the
development of not only traditional rule-based methods but
also neural network models.

e We propose several baseline methods for the task and eval-
uate them on our silver-standard dataset. The baselines in-
clude an extension of the state-of-the-art end-to-end neural
co-reference resolution method of Lee et al. [20]. Experimen-
tal results show that, while it successfully detects reaction
descriptions that refer to other textual spans, it struggles to
relate them correctly.

2 TASK DESCRIPTION

In this section, we formally introduce the reaction reference resolu-
tion task. We assume a pipeline system where, given the Description
section of a patent, text spans corresponding to individual reaction
descriptions are extracted in advance (following the methods of
Jessop et al. [10] or Yoshikawa et al. [32]). Then, in a second step,
all relationships between reaction descriptions that are relevant are
identified to fully locate the details of each reaction. The output of
this task could then be passed to a targeted information extraction
system to pull out individual reaction details.

An input document is represented by a tuple d = (P, R), where P
is a sequence of paragraphs P = (p1, ..., p|p|) and R is a sequence of
all textual spans of reaction descriptions R = (71, ..., 7|g|), dubbed
reaction spans. A reaction span r; is a sequence of consecutive
paragraphs, represented by the first and last indices of paragraphs of
the span r; = (start(i), end(i)). For each reaction span r;, the task is
to: (1) predict whether the reaction refers to one or more previous
reaction descriptions; and if so, (2) detect the reaction span(s) r; (for
J < i) that r; refers to. Hereinafter, we call r; the parent reaction
and r; the child reaction.

Figure 1 shows typical examples of reaction references. A refer-
ence relation is often indicated by an example ID, as in example (a),
or the compound label used in the previous reaction description, as
in example (b). However, it can also be the case that there is no direct
referential expression between reaction descriptions, as in example
(¢). Therefore, we formulate the task as reference resolution between
reaction descriptions (paragraphs) rather than between a referring
expression such as Example 1 and its referent, as in traditional co-
reference resolution tasks. Subtasks (1) and (2) are analogous to the
mention detection and mention clustering subtasks of co-reference
resolution.
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3 METHODS

In this section, we introduce a baseline neural model that captures the
context and detects reference relations between reaction descriptions.
As illustrated in Figure 2, our model is based on the end-to-end
neural co-reference model of Lee et al. [20]. The original model
takes a contextualized representation for each entity mention and
computes the likelihood that a pair of mentions is co-referential,
whereas our model extends it to a hierarchical architecture that first
encodes individual paragraphs and then feeds it to a document-level
encoder, so that the model can capture references between longer
text spans (i.e. multiple paragraphs).

3.1 Paragraph and Span Representation

Our model has a hierarchical architecture that first encodes each
paragraph and then encodes the entire document to obtain a contex-
tualized representation of each paragraph. We first encode each input
paragraph to obtain a context-independent paragraph encoding. A

paragraph p; consists of a sequence of words p; = {wft), cees wl(;i | }.
Each word is represented by:
%tk =WE(w'") ® ELMo(p,)y
® CC(w,") ® NER(py ). M

where WE(wIEt)) € R9WE js a pretrained word embedding, ELMo(py)y. €

R¥%1Mo is g contextualized word embedding [25], CC(wI(Ct)) € Réec
is a CNN-based character-level word encoding, and NER(p; ) €
RANER 5 a trainable embedding of the named entity label (here,
chemical compound type). The details of the embeddings and named
entity labels are provided in Section 5. We then encode p; into a
vector using a bidirectional LSTM:

—_—
hi =hyp,| ®ha, 2

— —_—

ht,k = LSTM(xt,k’ht,k—U OpF), 3

o —

ht,k = LSTM(xt,k’ht,k+l; OpB), “4)

where Opp and pg denote model parameters of the forward and the
backward LSTMs, respectively.

To obtain the representation of each reaction span, we first obtain
a contextualized representation of each paragraph using a document-
level bidirectional LSTM:

—
hi =h;®h}, (5)
P4 P

; = LSTM(hy, h}_,; 6pp), (6)
— —
h; = LSTM(hy, k},,; 6pp), €

where Opf and Opp denote model parameters of the forward and the
backward LSTMs, respectively. These paragraph representations are
combined to obtain each reaction span representation:

9i = hgareiy © Mend (i) ®)

3.2 Training Objectives

Our goal is to identify the parent reaction span for each child re-
action span. As described in Section 2, this can be further divided
into two subtasks: predicting whether the given span is a child of
some reaction span, and linking the child spans to their parent spans.
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ID | Text

(a) Reference with the example ID

RX1 Example 26 11-Dioxo-3,3-dibutyl-5-phenyl-7-methylthio-8-(N-{(R)-a-[N-((S)-1-carboxy-(R)-hydroxypropyl)carbamoyl]-4-...
1,1-Dioxo-3,3-dibutyl-5-phenyl-7-methylthio-8-[N-((R)-a-carboxy-4-hydroxybenzyl) carbamoylmethoxy]- 2,3.4,5-tetrahydro-1,2,5-benzothiadiazepine (Example 18; 100mg, 0.152mmol)
was dissolved in ...

RX2 Example 27 1,1-Dioxo-3,3-dibutyl-5-phenyl-7-methylthio-8-(N-{ (R)-a-[N-((S)-1-carboxy-2-, methylpropyl)carbamoyl]-4-

The title compound was synthesized by the procedure described in Example 26 starting from ...

(b) Reference with the compound label

RX1
B11, ...

RX2 ﬁsing 2-ethoxyethanol and  following the procedure for

Compound
ethoxyethoxy)carbonyl)phenoxy)methyl)propane-1,3-diyl)bis(oxy))dibenzoate, (3.82 g, 35% yield). ...

B11

A mixture of the obtained ester, ... was stirred under argon and heated at 110° C. for 24 h. ... Column chromatography of the residue (silica gel-hexane/ethyl acetate, 9:1) gave Compound

gave Compound B13, bis(2-ethoxyethyl)  3,3’-((2-(bromomethyl)-2-((3-((2-

(c) Reference with no direct referential expression

RX1 IIT: 5-fluoro-N2-(4-methyl-3-propionylaminosulfonylphenyl)-N4-[4-(prop-2-ynyloxy)phenyl]-2,4- pyrimidinediamine mono-sodium salt
5-Fluoro-N2-(4-methyl-3-propionylaminosulfonylphenyl)-N4-[4-(prop-2-ynyloxy)phenyl]-2,4-pyrimidinediamine, II, (0.125 g, 0.258 mmol) was suspended in ...
The following compounds were made in a similar fashion to those above.

RX2 IV: 5-Fluoro-N2-[4-methyl-3-(N-propionylaminosulfonyl)phenyl]-N4-[4-(2-propynyloxy)phenyl]-2,4-pyrimidinediamine Potassium Salt ...

RX3 V: 5-Fluoro-N2-[4-methyl-3-(N-propionylaminosulfonyl)phenyl]-N4-[4-(2-propynyloxy)phenyl]-2,4-pyrimidinediamine Calcium Salt ...

Figure 1: Abbreviated examples of reaction references: (a) reference with the example ID [29], (b) reference with the compound label

[26], (c) reference with no direct referential expression [22].

End-to-end objective Binary objective

Pr(c is a child of p) Pr(c is a child)
s(p.c) fic)
gp gdc

Span
representation

(Co00000O0) [COOOOOOO)
1

(CCCO] [0 0] [CO00| [0000)

\ Bi-LSTM \

[ooToo] [oo?oo} [oo?oo] [oo?oo]
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|

Example 26
L

-

Paragraph

Figure 2: Illustration of our model architecture.

To evaluate the difficulty of these individual subtasks, we propose
several model variants that differ in training objectives and decoding
methods. Specifically, we train our model using either a binary clas-
sification objective that only models whether a reaction span is child
or not, or an end-to-end objective that also models which span the
child refers to. In decoding, our model uses either a heuristic method
or the learned end-to-end model to identify the parent reaction for
each child reaction span.

Binary classification objective. The notation y; = 0 indicates the
special case where the span r; does not refer to any preceding spans.
The binary classification objective models whether or not a reaction

span is a child of at least one preceding reaction span:

2NN (D) = Pr(yi # 0| d) = o(f (i), ©)
where o denotes the sigmoid operator, and f(i) is a span scoring
function that computes the likelihood of the i-th span being a child,
using a feed-forward network:

f(i) =w{ nn FFNN(g;) + be.NN- (10)
Given the training dataset D = (dy, ..., d|p|), the model is trained

to minimize the following binary cross-entropy loss:
IR|

2 (Lusolog 7™ (i)

d=(PR)eD i=1

g log(1- 2N (1))

LpiNn =—

atn

End-to-end objective. The end-to-end objective models not only
the likelihood of a span being a child, but also which span the child
span refers to. Analogous to Lee et al. [20], we aim to model the
conditional probability distribution for document d as a product of
multinomials for individual spans:

[R|

Pr(ys,. .y | d) = [ [ Priyi | ).
i=1

The probability of each preceding span being the parent of the given
span is computed as follows:

2N, i) =Pr(y; = j | d)

(12)

i-1
=exp(s (7, 1))/ ), exp(s(7', ),

=0

13)

where s(j, i) denotes the score of the likelihood that span r; refers
to preceding span r;. The score is computed using the pair of corre-
sponding span representations:

(14)
15)

s(j, i) = wpanji + bpn,
$;: =FFNN(g; ® g; ® (g; o g;) ® Dist(j, 1))
for j > 0, where o denotes element-wise multiplication. Dist(}, i)

denotes the distance embedding, whose definition follows that of
Lee et al. [20]. We define s(0,i) = 0 for any i, corresponding to
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the case where r; has no reference. As we assume that the reaction
spans are provided as part of the input, our model does not require
span likelihood scores as used in the original co-reference resolution
formulation. In another departure from the co-reference resolution
setting, in our case the number of span pairs to be considered is

tractable,2 meaning we do not need to perform candidate pruning.
Given the training dataset D = (dy, ...,d ‘ D|), the model is trained
to minimize the negative log-likelihood loss against the true parent
spans, where Y;" denotes the set of all correct parent span indices:
IR|

Le=- ., Yllog ) Pr(yi=jld).

d=(P,R)eD i=1 Jjey;

(16)

Note that our model is trained to predict only one parent for each
child, although a child can have multiple parent spans. We observed
that more than 90% of the child reaction spans in our dataset have
only a single parent, and this simplification has very limited effect
on performance. We can easily extend our model to allow multiple
parent spans by modeling the link probability for each candidate
parent span independently. Specifically, we can replace the softmax
operation in Equation (13) with the sigmoid activation, and the loss
function Equation (16) with the binary cross-entropy loss.

Decoding. To decode with the model trained with the end-to-
end objective, we use the maximum index (including O, i.e. no
reference) as the predicted parent index of a reaction span; we refer
to this method as “E2E”. For the model trained with the binary
classification objective (Equation (11)), we use a simple heuristic
to predict the parent reaction spans, called “IMMPREV”: reaction
spans that are classified as a child reaction span are linked to the
immediately-preceding previous span that is not classified as a child
span.

4 SILVER-STANDARD DATASET

To the best of our knowledge, there is no publicly available dataset
for reaction reference. Manually annotating a dataset of chemical
reaction reference requires expert knowledge of chemistry and in-
volves document-wise annotation of patents, with a single document
often containing hundreds of paragraphs. As a more viable alterna-
tive, we create a silver-standard dataset from Reaxys®, a large-scale
commercial chemical reaction database which contains a large quan-
tity of reaction information associated at the document level with
patents. While our dataset relies on a proprietary database, we be-
lieve that our methodology can generalize to similar patent silver
standards generated using comparable reaction databases.

Reaxys® contains information of chemical reactions associated
with their location information, i.e., the patents and the paragraphs
where their reaction processes are described. To avoid exhaustive
manual extraction of the full reaction details for all compounds
described in a patent, construction process of Reaxys® database is
streamlined through reuse of the conditions of a reaction for similar
reactions described in the same patent. For this reason, the database
includes internal reference links between similar reactions that share
reaction conditions. As such, the mapping process from the database
to our silver-standard dataset is straightforward: we simply map each
reaction into one or more paragraph sequences (reaction spans) using

20(|R|?), where |R| < 50 for more than 90% of the dataset.
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# Documents 143
# Paragraphs 39,437
# Reaction spans 3,072
# Child reaction spans 549
# Tokens / Paragraph 73.7

Table 1: Evaluation dataset statistics. Tokenization is based on
OSCAR4 [11].

the location information and then use the reference links to label
corresponding pairs of reaction spans. There are some limitations
due to the fact that the database is not originally intended to be used
for document processing. For example, the link information is not
always complete, especially when multiple references are involved.
It is for this reason that we consider the annotations a silver-standard,
with moderate recall and high precision.

We follow the work of Yoshikawa et al. [32] for patent document
selection and obtaining reaction span information. We use the same
set of patents, and extract the text from the description section of
each patent. We split the dataset into five partitions, and perform
five-fold cross validation, using three partitions for training, one for
validation, and one for testing in each fold. We report the average
performance across the five folds. An example and the statistics
of the dataset are presented in Figure 3 and Table 1, respectively.
We also sampled a small portion of our dataset and classified the
reaction references based on the three types described in Figure 1.
Among the sampled reaction references, 72% are references with
the example ID, 20% are references with the compound label, and
8% are references with no direct referential expression.

5 EXPERIMENTAL DETAILS
5.1 Baseline Methods

In addition to the neural model described in Section 3, we introduce
additional baselines, including heuristics and a traditional machine
learning method using bag-of-words features.

Pattern matching baseline. We observe that there are high-precision
patterns in child reactions that indicate their parent reaction spans.
Namely, the parent reaction is often mentioned by its “example ID”
such as Example 1, Preparation 1, or Step 1. An example is given in
Figure 1(a). Based on this observation, we develop a rule-based base-
line using regular expressions to detect such example ID patterns.
For each reaction span that contains such a pattern, we search the
preceding spans in reverse chronological order until we find a span
that contains the example label in its heading or at the beginning of
the text body.

Immediate previous baseline. Another naive baseline is to link
all reaction spans except the first, to the immediately previous span,
i.e. y; =t — 1. We label this method “NAIVE-IMMPREV”. We also
include an oracle variant, “ORACLE-IMMPREV”, which uses the true
labels for the subtask of child span detection (i.e. the oracle provides
a perfect decision as to whether a reaction span is a child of other
reaction spans or not), and performs parent—child linking by linking

3Reactions that refer to multiple reaction steps usually have a link to only the final step
of the reaction sequence.
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par_id RX parent_id text
117 9 -1 General procedure for the synthesis of aryl N-(guanidino)imines N’-arylhydrazones 7Aa-Ag and 8Aa. ...
118 -1 Characterization of compounds 7Aa-Ag and 8Aa:
119 10 1 E)-2-((4’-((E and Z)-(2-(2-Chlorophenyl)hydrazono)methyl)-[1,1’-biphenyl]-4-yl)methylene)hydrazine- ...
120 Yield: 70%; mp 328-330°C. 1H NMR, (400 MHz, DMSO-d6) 8 6.81 (dt, J=8.4 and 1.6 Hz, 1H, H-4”), ...
121 1 10 (E)-2-((4’-((E and Z)-(2-(2-Bromophenyl)hydrazono)methyl)-[1,1’-biphenyl]-4-yl)methylene)hydrazine- ...
122 Yield: 64%; mp >380°C. 1H NMR (400 MHz, DMSO-d6) 6 6.75 (dt, J=8.4 and 1.6 Hz, 1H, H-4”), ...
123 12 10 (E)-2-((4’-((E)-(2-(4-Fluorophenyl)hydrazono)methyl)-[ 1,1’-biphenyl]-4-yl)methylene)hydrazine- ...
124 Yield: 88%; mp >380°C. 1H NMR (400 MHz, DMSO-d6) § 7.07 (d, J=7.6 Hz, 2H, H-2"), ...

Figure 3: An example of our silver-standard dataset. Only a fraction of the patent document is shown due to the space limitation. The
columns represent paragraph ID (par_id), reaction ID (RX), parent reaction ID (parent_id), and paragraph text (text). “-1”
in the reaction ID means that the paragraph is not a part of a reaction description. “-1” in the parent reaction ID means that the

reaction span does not have a parent reaction span.

each given child span to its immediately preceding non-child span,
similarly to the IMMPREV decoding method from Section 3.2. By
assuming the annotations for child spans as given, we can measure
the complexity of the parent—child linking task separately from the
child span detection task.

Bag-of-words baseline. We also implement a simple bag-of-words
classifier. For each reaction span r;, we construct a vector x; of
vocabulary size |V|, where each element is the frequency of the
corresponding term in the paragraph. We calculate the score of each
span being a child as follows:

7BOW (i) :=Pr(y; £ 0 | d)
(17)

where ¢ denotes the sigmoid function. For each span r; that is clas-
sified as a child, we calculate the score of every preceding span r;
being the parent of r; as:

T
:O'(WC_Bowxi +bc-Bow)s

PO (j.1) =Pr(y; = jly; # 0.d)
i-1

=exp(s"V (j, 1))/ ) | exp(s"V (7, ),
J'=1

18)

sPOV (i, i) =wp pow (xi ® x; ® x;;) + bppow, (19)

where x ; is a one-hot vector of the words appearing in both r; and
ri. The model is trained to optimize the following joint loss function,
with an L2 regularization term:

Lyow =, (Loin(P,R) + Lk (P, R), (20)
(P,R)eD
IR|
Lyn(P,R) == 3 (L 0™ (i)
i=1
Hlymo (1= 7 (i) @1
Lin(P.R) == " log » 7"V (j,i). (22)

ByA0  jeEY;

5.2 Implementation Details and Optimization

Each paragraph is tokenized using the OSCAR4 tokenizer [11],
which was developed for the chemical domain. We use embed-
dings from word2vec skip-gram [23] (dwg = 200) and ELMo [25]
(dgLMo = 1024) for the WE and ELMo embeddings in Equation (1),
respectively, both trained on chemical patent documents [33]. For
the character-level word encodings, we apply a character CNN with

Method P R F1

NAIVE-IMMPREV 189 1.00 .315
Pattern matching 876 545 .660
Bag-of-words .882 .617 .688
RREFBNARY 926 .866 .893
RREFE2E .897 791 839

Table 2: Results of the baseline methods on child reaction span
detection in terms of precision (#), recall (R), and F-score
(71)- The scores are the average of five-fold cross validation.
“RREFgnary”’ and “RREFg,g” indicate our neural model
with the binary classification objective and the end-to-end ob-
jective, respectively.

30 trigram filters to generate 25d character embeddings. For the NER
features, we use a named entity recognizer based on the Reaxys®
Gold chemical tag set [33], and assign 10d trainable embeddings
to the token-level labels. We use 5d trainable embeddings for the
distance embeddings in s(j, i). In the FFNN layer in f (i) and s(j, i),
we use a 2-layer feed-forward network with 150d hidden layers and
a ReLU activation. We optimized the number of LSTM layers and
hidden state dimensionalities for the two bidirectional models via
grid search on the validation set.

The models are trained using the Adam optimizer [14], with
dropout and gradient clipping < 5.0. The dropout rate, applied evenly
across the model, is selected from {0.3, 0.5} based on the validation
data. The minibatch size is 1, and the model is trained for up to 150
epochs, with early stopping.

6 RESULTS AND DISCUSSION

6.1 Main Results

Child span detection. Table 2 shows the results of the baseline
methods on child span detection, which is the performance in terms
of binary classification predicting whether each reaction span is a
child of another reaction span or not. The neural methods obtain
high F-scores over 0.8, whereas the bag-of-words classifier shows
only a small gain over the rule-based baseline. This suggests that this
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Method P R(R™ 71 (™)

NAIVE-IMMPREV ~ .026 .145 (.133) .044+.011 (.043)
Pattern matching 332 .207 (.188) .252+.096 (.237)
Bag-of-words 302 .236 (.217) .258+.173 (.244)
RREFgnary-IMmPREY -995 560 (.506) .576+.130 (.545)
RREFEE 390 .347 (.316) .367+.155 (.349)
ORACLE-IMMPREV .706 .706 (.643) .706+.088 (.672)

Table 3: End-to-end performance of the baseline methods in
terms of precision (P), recall (R), and F-score (1). R™ and
F" are calculated taking multiple references into account.
The scores are the average performance of five-fold cross val-
idation. The standard deviations are also displayed for 7.
“RREFgNary-ImmPrev  odel is trained on the binary classi-
fication only and performs IMMPREV decoding. “RREFg;g”
model is trained with the end-to-end objective. Note that
ORACLE-IMMPREYV uses the true labels for detecting the child
spans and thus the evaluation is not end-to-end in a strict sense.

subtask is ML-feasible, noting that rich document representations
are needed to achieve reasonable performance.

End-to-end performance. Table 3 shows the performance on the
end-to-end task. As our methods assume a single parent for each
child span, we evaluate the performance with two different measures.
As the primary measure, we calculate the precision (), recall (R),
and F-scores (77) by regarding the prediction as correct if the model
predicts one of the true parents of the target reaction span. We
also report the recall (R™) and F-score (™) based on the multiple
reference scenario, in which, if the target reaction span has multiple
true parents, the recall is calculated based on the total number of the
parents in the denominator.*

For the end-to-end task, RREFgyary-IMmmPrEV PErfOrms better
than RREFg, g model, even though it is trained only with the bi-
nary classification objective and not trained on parent—child linking.
The RREFg,g model struggles to detect parent—child links effec-
tively, and achieves lower performance than the simple IMMPREV
decoding. Considering the fact that the RREFg,g model performs
comparably with RREFgyary at child span detection, we hypothe-
size that even if the model is trained with the end-to-end objective, it
primarily learns to detect child reaction spans from non-child ones,
largely ignoring relations between other reaction spans.

These results reveal that it is the parent—child linking step rather
than the child detection step that makes reaction reference resolution
difficult. IMMPREV decoding is a strong baseline (0.706 F-score
given oracle child reaction spans), but there is significant room for
improvement. Despite its success in the traditional co-reference
resolution task, the RREFg,g method struggles to learn the pair-
wise relations between reaction spans. One of the main differences
between the traditional co-reference resolution task and the reac-
tion reference resolution task is text length: the target spans are
paragraph sequences in a long document rather than short word

49 = #(correct refs) / #(predicted refs),

R = #(correct refs) / #(spans with at least one true refs),
F1=2PR/ (P+R),

R™ = #(correct refs) / #(all true refs),

Fit=F1 =2PR™ | (P +R™)
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sequences within a few sentences. A model that can more effectively
learn to capture relations between long text spans is left for future
work.

6.2 Error Analysis

Examples of the system output are shown in Figure 4, which corre-
sponds to the typical reference cases introduced in Figure 1, namely
(a) reference with the example ID, (b) reference with the compound
label, and (c) reference with no direct referential expression. Ob-
viously, the pattern matching baseline fails when the target span
does not mention the example label of its parent span. While the
performance of ORACLE-IMMPREV and RREFE)E is less tied to
specific reference cases, they can fail in many “easy” cases where
there is an explicit mention of the parent example ID, indicating
that it is difficult to learn such direct references without explicit
training signal that forces the model to attend to particular patterns.
The example in Figure 4 (c) is a special case that involves general
conditions: the first paragraphs describe the general procedure to
synthesize multiple similar compounds, and the examples of specific
compound names are listed in subsequent paragraphs. We can see
that RREFE fails to detect references to general conditions that
ORACLE-IMMPREV detects successfully. In some cases, RREFg>g
even fails to recognize them as a child reaction, which might be
because reference to general conditions is likely to be implicit, i.e.
the child description does not explicitly mention the example label
of its parent description.

7 RELATED WORK

Krallinger et al. [17] provide an extensive survey of information
retrieval and text mining for chemical literature, including extraction
of chemical reaction information from patents. Several systems have
been proposed that specifically target text mining from chemical
patents [9, 19, 28]. Previous work has mainly focused on extract-
ing chemical concepts and relations from individual paragraphs. In
the ChEMU 2020 evaluation lab [8], state-of-the-art methods for
chemical named entity recognition and event extraction were evalu-
ated on patent documents. Jessop et al. [10] propose a broader-scope,
multi-stage system called PatentEye, which first detects experimental
sections in the description part of a patent, and then passes individual
sections into downstream modules that extract reaction details (e.g.
title compound, reagents, and analytical data) from the input text.
Although they mention the presence of references between reaction
descriptions, they do not present specific ways to resolve them.

To our knowledge, the first study to take into account references in
reaction descriptions was by Ai et al. [1]. Their method automatically
extracts chemical reactions from the experimental section of papers
in chemistry journals, representing a reaction as a synthesis frame
containing arguments such as Product, Yield, Role, and Substance.
They employ template matching against parsed sentences to detect
phrases related to predefined reaction events. To facilitate copying
of relevant information between synthesis frames, they define two
types of inter-paragraph references, namely general procedures and
analogous syntheses. The paragraphs are linked based on certain
referring expressions such as example IDs and compound labels.
Overall, their system solely relies on handcrafted patterns and rules,
and thus the cases covered by the system are limited. Although their
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(c¢) No direct referential expression

(a) Example ID (b) Compound label RX Text
RX  Text
RX Text 9 General procedure for the synthesis of aryl N-
; (guanidino)imines N’-arylhydrazones 7Aa-Ag and 8Aa.
23 Example 24.... 18 A mixture of the obtained ester, ... Column : i ¢

25 Example 26 ...

chromatography of the residue (silica gel-
hexane/ethyl acetate, 9:1) gave Compound

Characterization of compounds 7Aa-Ag and 8Aa:

BI11, ... 10 (E)-2-((4’-((E and Z)-(2-(2-Chlorophenyl) hydrazono) methyl)-
.. (TA
26 Example 27 ... Yii]d~a7)0%' mp 328-330° C. IH NMR
20 Using 2-ethoxyethanol and following the . SLy :

The title compound was synthe-
sized by the procedure described in

Example 26 starting from ... ol B o

procedure for Compound B11 gave Com-

11 (E)-2-((4’-((E and Z)-(2-(2-Bromophenyl) hydrazono) methyl)-
... (TAb)

True 26 — 25 True .
Pattern matching 26 — 25 Pattern matching
ORACLE-IMMPREV 26 — 25 ORACLE-IMMPREY
RREFEE 26 — 23 RREFgg

20— 18
no reference
20— 18
20— 18

Yield: 64%; mp > 380° C. IHNMR ...

True 11— 10
Pattern matching no reference
ORACLE-IMMPREV 11— 10
RREFg;g 11-7

Figure 4: Abbreviated system output examples. Only parts of the patent documents are shown due to the space limitation. “RX” is
the reaction ID, and ““True” is the label in the silver set. “X — Y” indicates that the child reaction X refers to the parent reaction Y.

system is reported to produce results in the range of 80-90% for
simple synthesis paragraphs, and 60-70% for complex paragraphs,
details of their data set and evaluation procedures are not provided. It
is unclear whether these results would generalise to larger data sets
with more variability, and we cannot directly compare their approach
with ours.

Finally, we compare our task formulation with text alignment
task. Text alignment task [34] is arguably one of the most relevant
tasks to reaction reference resolution, as it requires understanding of
long documents and it has an application to citation recommenda-
tion [4, 12]. A key difference between text alginment task and our
reaction reference task is that text alignment task mainly focuses on
alignment of text portions in different documents, whereas our reac-
tion reference task targets to find inner-document references between
reaction descriptions. Our task requires not only understanding of
the content of each reaction description based on its contextual infor-
mation but also considering the document structure such as relative
position of reaction description pairs, as exemplified in Figure 1 (c).
A child reaction often omits a large part of the reaction description
(sometimes it is just a name of the target compound), unlike typical
inter-document references where the referer shares some common
context with the source document it refers to. Applying core ideas
from existing methods for text alignment task to reaction reference
task would be an interesting direction for future work.

8 CONCLUSION

We have introduced the chemical reaction reference resolution prob-
lem, a largely unexplored yet critical step in information extraction
of complete reaction details presented in chemical patents. We pro-
vided a formal specification of this task, built an evaluation corpus,
and adapted a neural co-reference architecture to this task, as well
as introducing several other baseline methods. Our neural method
achieved promising results for detecting (child) reaction descriptions
containing references, but identifying the precise (parent) reference
of child spans is challenging for the model. Key issues for future
work are more effective learning of reference patterns in reaction
descriptions, and better handling of long text spans, as well as long-
distance relations.

Some aspects of reaction reference are not well explored in this
paper. For example, we did not observe many examples involving
multiple references and references to general conditions in our silver-
standard dataset. This is partly because the database used to construct
our corpus is not designed for this use. Very recently, ChEMU [7],
a shared task of chemical information extraction was held and the
reaction reference resolution task was included as one of the key
tasks. As a part of the shared task, a dataset with gold annotation of
reaction reference was made publicly available. 5 We will evaluate
the performance of our baselines on the gold-standard dataset. In
addition, although we have cast the problem as a text processing task,
a more complete description of the reaction would involve the com-
bination of the textual body, figures, and tables in the patent. Thus, a
multi-modal version of the reaction reference task is a possible di-
rection to explore in the future. Another interesting extension of this
taks would be considering cross-document references of chemical
reactions.
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ABSTRACT

Generative models, such as GPT-2, have demonstrated impressive
results recently. A fundamental question we would like to address
is: where did the generated text come from? This work is our initial
effort toward answering the question by using prior art search. The
purpose of the prior art search is to find the most similar prior text in
the training data of GPT-2. We take a reranking approach and apply
it to the patent domain. Specifically, we pre-train GPT-2 models
from scratch by using the patent data from the USPTO. The input for
the prior art search is the patent text generated by the GPT-2 model.
We also pre-trained BERT models from scratch for converting patent
text to embeddings. The steps of reranking are: (1) search the most
similar text in the training data of GPT-2 by taking a bag-of-words
ranking approach (BM25), (2) convert the search results in text
format to BERT embeddings, and (3) provide the final result by
ranking the BERT embeddings based on their similarities with
the patent text generated by GPT-2. The experiments in this work
show that such reranking is better than ranking with embeddings
alone. However, our mixed results also indicate that calculating
the semantic similarities among long text spans is still challenging.
To our knowledge, this work is the first to implement a reranking
system to identify retrospectively the most similar inputs to a GPT
model based on its output.

KEYWORDS

patent, natural language generation, natural language processing,
deep learning, semantic search

1 INTRODUCTION

Generative models based on Deep Learning techniques have shown
significant progress in recent years. A long-term objective of our
research is to evaluate the novelty of the text produced by the gen-
erative models in the patent domain. Before evaluating the novelty,
a prerequisite is to identify the closest prior arts. The scope of the
prior arts is the patent text used for training the generative models.
From the perspective of system implementation, the approach this
paper took is to integrate “patent text generation” and “prior art
search.” The purpose of this paper is to fulfill the prerequisite for
identifying prior arts so that the novelty of the generated patent
text can be evaluated in the future. Assuming that the opposite
of the novelty in text generation is memorizing training text, the

“Admitted in New York and passed the USPTO patent bar exam.
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pre-training of the GPT-2 generative models in [18] is indicative of
such novelty. In the paper, the authors observed some text memo-
rizing behavior in their models on longer strings that are repeated
many times in the dataset. The authors quantified how often ex-
act memorization shows up in the generated text by measuring
the percentage in the 8-gram overlap. According to the authors,
most samples have less than 1% overlap, including over 30% of
samples with no overlap. Such results indicate that GPT-2 models
can generate novel text relatively well.

In the patent domain, the authors in [12] applied such GPT-2
model to generate patent claims. The authors proposed an idea
called “Augmented Inventing,” aiming to help inventors conceive
new patents in a better way. Since patent claims are generally longer
than ordinary sentences, the authors proposed a “span-based” ap-
proach to decompose a long patent text into multiple shorter text
spans. The authors also proposed an idea called “auto-complete”
function to generate patent text on a span basis. From a legal per-
spective, such a function will be valuable if it can generate some-
thing new and meet (at least) the “novelty” requirement in patent
laws. However, for a generative model to meet the legal require-
ment, a fundamental question is to calculate the similarity between
generated patent text and prior patents. In [12], the GPT-2 model
can generate plausible patent claims in surface form, but it is unclear
how novel the patent text is. To address the problem, the authors
proposed a dual-Transformer framework (using one Transformer
to measure the other Transformer), and they tried to measure the
quality of patent text generation (by span relevancy in [11] and
by semantic search in [10]). Despite these efforts, measuring the
novelty in patent text generation remains an open problem.

From a different perspective, building a generative patent model
to augment inventors might be the beginning of the era of human-
machine co-inventing or meta-inventing (inventing how to invent).
In such an era, measuring the novelty created by the generative
model will be an essential function. To measure the novelty, it is
required to compare the output of the model and its inputs. In
this work, our implementation scope is to compare the generated
patent text with the original patent text in the training dataset.
Since the training dataset is large, in order to narrow the scope of
comparison, it is required to identify the most similar prior text in
the training dataset. Therefore, our implementation is to build such
a prior art search system. We found that reranking is a practical
way to make the search more effective. As proof of concept, we limit
the data scope in this work to granted patents only. The prior art
search is also limited to finding the most relevant text in span-based
fashion. How to aggregate the similarities of multiple text spans
into a longer sentence or a paragraph is another topic in the future.
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2 RELATED WORK

Our prior art search’s main challenge is how to calculate the se-
mantic similarity between two patent text spans. In the past, most
of the prior art searches were performed at the word level, such
as keywords or phrases. For example, the authors in [4] found
that combining unigrams and PoS-filtered skipgrams leads to a
significant improvement in classification scores over the unigram
baseline. In recent years, researchers moved toward neural network
models and embeddings for the semantic search of longer text. For
example, in [21], the authors utilized domain-specific word em-
beddings for patent classification. In [16], the authors proposed
“Quick Thought” to represent a sentence in a fixed-length vector.
The scheme is similar to the skip-gram method in Word2Vec [17]
by escalating the idea from word level to sentence level. Another
line of development is based on new neural architectures, such as
Transformer [26]. Notably, BERT [2] and RoBERTa [15] set a new
state-of-the-art performance on sentence-pair regression tasks, e.g.,
semantic textual similarity (STS). According to [19], however, BERT
is unsuitable for semantic similarity search on a large scale. For
example, finding the most similar pairs in a collection of 10,000
sentences requires about 50 million inference computations (65
hours) with BERT. The authors in [19] proposed a modification of
the pre-trained BERT model to use siamese and triplet network
structures. Their model called “Sentence-BERT” can derive seman-
tically meaningful sentence embeddings to be compared by using
cosine similarity. Significantly it reduces the effort for finding the
most similar pair from 65 hours with BERT/RoBERTa to about
5 seconds while maintaining the accuracy from BERT, according
to [19]. Specific to the patent domain in [14], the authors showed
that embedding could be a better metric than conventional ROGUE
(word-based) for measuring semantic similarity. The metric for
measuring embeddings in [14] is based on the Universal Sentence
Encoder (USE) [7] without any fine-tuning.

A further line of development is to combine both word level and
embedding level. For example, NBoost [23] can deploy Transformer
models to improve the relevance of search results on conventional
word-based search engines, such as Elasticsearch using BM25. Ac-
cording to [23], NBoost works like a proxy between users and
Elasticsearch. It leverages fine-tuned models to produce domain-
specific results. In a search request, the user sends a query to NBoost.
Then, NBoost asks for results from Elasticsearch, picks the best ones
based on the fine-tuned model, and returns its final results to the
user. Specifically, if a user asks for 10 results, NBoost can increase
the number of requests for Elasticsearch to produce 100 records
(word-based) and then pick the best 10 results (embedding-based).
Such a technique is called reranking.

3 APPROACH

3.1 Semantic Search with Reranking

Compared with contextualized word embeddings, we found the re-
search in sentence embeddings more challenging and less explored.
For example, the USE model in [7] is publicly available, but the
code for pre-training or fine-tuning is not. Without fine-tuning
with domain-specific data, a model could deviate from a down-
stream task and fail to perform well in the specific domain. Our
experience found that the USE model alone without fine-tuning
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is not satisfactory for having a useful metric to measure the se-
mantic similarity in patent spans. We also found that with a BERT
model, even pre-trained with patent corpus, the false-positive rate
of the semantic similarity based on BERT embeddings is still high.
The Sentence-BERT in [19] might be a solution to these problems.
However, if we would like to take the Sentence-BERT approach,
an obstacle will be data. Sentence-BERT requires both positive and
negative examples to learn the similarity function. In this work,
all of the data from USPTO are positive examples. As for how to
prepare negative examples in the future, the PatentMatch dataset
for training a binary text pair classifier in [20] can be a reference.

Since none of those above (USE, BERT, and Sentence-BERT) is a
viable option, we resorted to the reranking idea demonstrated by
NBoost. Besides, we found that the first author of [19] proposes a
similar view on his GitHub repository. According to the author, a
bag-of-words search, such as BM25, can have a higher recall, but
its precision is lower. Conversely, the embedding-based search can
have higher precision, but its recall is lower. Therefore, for having
both the higher recall and the higher precision, a reranking strategy
is to perform the word-based ranking upfront for a higher recall and
then perform the embedding-based ranking for higher precision.
It is noted that, in our initial experiments, we found that ranking
based on embeddings first and reranking based on words later does
not perform well. In such a configuration, the false-positive rate in
the ranking of embeddings is too high.

3.2 System Architecture

This section explains the overall architecture of our implementation
and the function/data flows in the architecture. For details, section 4
will cover the data part and its preprocessing, and section 5.1 will
provide the code repositories we leveraged from others. Fig. 1 shows
our system architecture. The upper portion of the figure (stage 1
of our implementation) represents what we have to build before a
user can trigger GPT-2 for text generation. The function flows in
this upper portion are depicted in solid lines. The bottom portion
of the figure (stage 2 of our implementation) shows the function
flows (in dotted lines) for ranking (BM25) and reranking (BERT
embeddings).

At stage 1, we download raw data from the USPTO and split them
into patent spans. The patent spans are fed into Elasticsearch (with
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default settings) for indexing so that we can query them based on
BM25 ranking. Before pre-training GPT-2 and BERT from scratch,
we built their vocabulary files. The details of pre-trainings GPT-2
and BERT are provided in sections 5.2 and 5.3, respectively. At stage
2, a user provides the input text to GPT-2 and the parameters of
GPT-2 inferencing. GPT-2 generates a patent text span based on
these settings. For reranking, the generated patent span first goes to
Elasticsearch to obtain the most relevant prior patent spans based on
BM25. The ranked prior patent spans then go to Bert-as-Service [28]
and convert to BERT embeddings. Next, the embeddings go to
Annoy [22] for reranking based on cosine similarity. Lastly, the
final and reranked embeddings are decoded back to patent spans
in text format and shown to the user. In our experiments, based on
the same user’s input, we let GPT-2 generate multiple patent text
spans to collect both positive and negative reranking results based
on each of the multiple patent text spans.

4 DATA

4.1 Data source

In [13], the authors use the patent datasets on BigQuery provided
by Google [5]. Although it is flexible to manipulate the data by
SQL statements, we found that the data provided by BigQuery are
not updated frequently. We turned to the USPTO PatentsView [25]
for bulk download files and more updates. At the moment of this
writing, the latest version of the “patent.tsv.zip” file is dated as
2020-03-31. For incremental download instead of bulk download,
the USPTO Open Data Portal [24] can be another choice. The raw
data provided by the PatentsView and the Open Data Portal are
plain text in TSV or XML format. The downside of using such raw
text is the extra efforts on data preprocessing, compared with the
flexibility of SQL statements in BigQeury. Practitioners need to
consider the tradeoff between flexibility and data frequency. We
opt for more frequently updated data in this work.

4.2 Datasets for GPT-2

During data preprocessing, we follow the span-based approach
in [12] and follow the “structural metadata” and “metadata map-
ping” approaches in [14]. The structural metadata in [14] is defined
to include patent title, abstract, independent claim, and dependent
claim. According to the authors, it is a mechanism to control what
kind of patent text to generate. Regarding metadata mapping, it is a
mechanism to guide GPT-2 for generating from one kind of patent
text to another. What we differ from [14] are: (1) we add new tags
for patent drawing descriptions, (2) we add <|dep|> for dependent
claims, (3) we remove the proposed “backward” tags because back-
ward text generation is not required in this work. Table 1 shows
our special tags for structural metadata and mappings between
metadata. We found the span-based approach helpful for splitting
long claims into short text spans. However, for patent abstracts,
such a span-based approach may not apply. If an abstract’s text has
been taken verbatim from a claim, the span splitting mechanism
may apply. If not, there might be no span to split in a sentence.
When no span is found in the abstract, we split a patent abstract
into multiple sentences instead. Collectively the split sentences or
spans are treated the same way in our data processing, and we refer
to both of them as “span” in this work.
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Table 1: Special Tags & Mappings

Tags for Metadata
metadata prefix appendix
title <|start_of _title|> <lend_of _title|>
abstract <|start_of_abstract|> <|end_of_abstract|>
figure <|start_of_figure|> <lend_of_figure|>

independent claim <|start_of_claim|>

<lend_of_claim|>

dependent claim | <|dep|><|start_of_claim|>

<|end_of_claim|>

span / sentence (n/a) <|span|>
Metadata Mappings
metadata 1 mapping metadata 2
title <[title2abstract|> abstract
abstract <|abstract2title|> title
claim <|claim2abstract|> abstract
abstract <|abstract2claim|> claim
title <[title2figure|> figure
figure <|figure2title|> title

Based on the approaches as mentioned above, the actual pipeline
to build the datasets for GPT-2 includes: (1) downloading the raw
TSV file from USPTO PatentsView and splitting them into smaller
files, (2) extracting text based on metadata (e.g., title, abstract, etc.)
and uploading them to the Elasticsearch server, (3) retrieving patent
text from the Elasticsearch server, adding special tags to them,
and saving them in text format (4) converting the text files in the
previous step to TFRecord format for Tensorflow code. In step (1),
the text data from USPTO PatentsView is about 48.7G (version:
2019-10-08). Such a corpus is larger than the WebText corpus (40G)
used by OpenAlI for GPT-2 pre-training. In step (4), the total number
of tokens is 32.3B (32,398,927,872).

By concatenating all of the text with special tags, the total
amount of data reaches 180G. Due to resource constraints, we
did not concatenate a dependent claim with its corresponding in-
dependent claim. Independent claims are generally much longer
than their dependent claims. If our training data capture such claim
dependency for all dependent claims, e.g., “(claim 1) <|dep|> (claim
2)” and “...<[|abstract2claim|><|start_of_claim|> (claim1+claim2)”
(some special tags omitted for clarity), it is possible that the total
amount of text data may exceed 570G (the size of text data for train-
ing GPT-3 [1]). We leave such an experiment for future researchers.
It is also noted that the <|figure2title|> mapping in Table 1 does
not exist in our training data. We reserve this mapping for testing
whether it is possible for GPT-2 models to do the same few-shot
learning in GPT-3.

4.3 Datasets for BERT

According to BERT’s code repository [6], the input for pre-training
is a plain text file having one sentence per line. Consecutive lines
are the actual sentences for the "next sentence prediction" task.
Documents are delimited by empty lines. The final datasets contain
serialized text in TFRecord file format. In our case, we follow the
format and prepare the plain text file with one span or sentence per
line. We did not add our special tags or metadata mappings to the
text file because such annotations are designed for GPT-2 only. The
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total number of words serialized in our training data is 6.8 billion
words. It is larger than the 3.3 billion word corpus (BooksCorpus
with 800M words and English Wikipedia with 2,500M words) for
pre-training the official BERT model.

4.4 Data for Elasticsearch server

The purpose of the Elasticsearch server in our data pipeline is two-
folded. First, it provides the ranking mechanism based on a bag-of-
words approach. For example, we can query the top n records (e.g.,
100) based on BM25. Second, the Elasticsearch server is convenient
for us to aggregate various patent text from different raw files. Such
aggregation replaces the BigQuery and SQL statements in [13]. In
step (2) of the data pipeline in 4.2, we split the patent text into spans
or sentences and upload them to the Elasticsearch server. The total
number of records in Elasticsearch is 343,987,632, and they occupy
59.7GB.

5 IMPLEMENTATION & EXPERIMENTS

5.1 GitHub repositories

In addition to the official code of BERT by Google and GPT-2 by
OpenAl, our implementation leverages the following repositories:

(a) imcaspar/gpt2-ml [30]

(b) huggingface/transformers [27]
(c) ConnorJL/GPT2 [9]

(d) huggingface/tokenizers [8]

(e) hanxiao/bert-as-service [28]
(f) spotify/annoy [22]

According to [14], OpenAl trained their models with TPU, but
the code for training was not released. The authors in [12] resorted
to [9] since it can leverage TPU and the trained model is compatible
with OpenATr’s code for inferencing on GPU. According to [9], a
potential downside is that the performance of the 1.5B model seems
inferior to the official model performance by OpenAl. Therefore,
we checked alternatives and found “transformers” [27] and “gpt2-
ml” [30]. The former is a more promising codebase for several
technical reasons (omitted here for brevity). Unfortunately, we tried
and realized that PyTorch’s support for TPU is maturing, but the
specific code for GPT-2 training is not ready. Therefore, we opted
for “gpt2-ml” which has successfully built a 1.5B model. The “gpt2-
ml” repository is forked from Grover [29], which was developed
by the Allen Institute. Grover is designed for fake news detection.
According to [29], Grover obtains over 92% accuracy at telling
apart human-written from machine-written news. The authors also
released the 1.5B Grover GPT-2 model. The 1.5B model’s availability
from a reputable institute is the main reason we select the “gpt2-
ml” repository to work on. One disadvantage of Grover’s model
is that it is not compatible with OpenAI’s GPT-2 model. It means
that we can not re-use OpenAT’s code for inferencing. We have
to use the inferencing code from Grover’s code. We expect that
“transformers” might be the best choice for researchers to pre-train
OpenAlI GPT models with TPU and retain the compatibility with
OpenAl GPT-2 and GPT-3 models in the near future. Regarding
the other repositories on the above list, their respective functions
are: “tokenizers” [8] for fast tokenization (replacing Google’s and
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Figure 2: Training loss of GPT-2 models (Base & Large)

OpenAT’s code) and building vocabulary from patent corpus, “bert-
as-service” [28] for fast conversion from text to BERT embeddings,
and “annoy” [22] for searching and ranking BERT embeddings
efficiently.

5.2 Implementation details: GPT-2

Before pre-training, we use “tokenizers” (ByteLevelBPETokenizer)
to build the vocabulary specific to our patent corpus, instead of
using the default vocabulary released in “gpt2-ml”. We set the same
vocabulary size (50257) to build our vocabulary. One advantage
of building our own vocabulary file is that each special tag in our
design can be encoded as one token instead of multiple (if using the
original vocabulary by others). The model sizes we experiment with
are Base (similar to OpenAI’s 117M) and Large (similar to OpenATI’s
345M).

The total number of tokens in the TFRecords for GPT-2 is about
32.3B. For training the Base model, we found that batch_size_per_core
=16 and max_seq_length = 1024 are workable on Colab. Larger
batch size will trigger an OOM (out-of-memory) error. The number
of TPU cores on Colab is 8. Our goal is to train at least one epoch.
Therefore, we set our training steps as 248,000 (32,398,927,872
/1024 / 16 / 8 = 247,184). For training the Large model, we set
batch_size_per_core=4 to avoid the OOM error and set the same
training steps. Fig. 2 shows the curves of training loss. The final
loss values are 1.122 (Base) and 0.9934 (Large), respectively. It is
noted that the largest model (1.5B) will trigger the OOM error even
after setting the batch size as 1. We leave the 1.5B model to the
future when having more resources.

5.3 Implementation details: BERT

Before pre-training, we use “tokenizers” (BertWordPieceTokenizer)
to build the vocabulary (uncased) specific to our patent corpus in-
stead of using the default vocabulary released in BERT official code.
We set the same vocabulary size (30522) to build our vocabulary.
As for the BERT model size, we experiment with BERT-Base and
BERT-Large.

According to [3], the pre-training for the BERT-Large model
took 1,000,000 steps, which is approximately 40 epochs over the
3.3 billion word corpus by using 16 Cloud TPU devices (256 batch
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size * 512 tokens = 128,000 tokens/batch). Our pre-training data
contains 6.8 billion words (6,824,071,153). Since the Colab provides
one Cloud TPU device only, the total number of tokens per batch is
more limited (64 batch size * 128 tokens = 8,192 tokens/batch). We
set our training steps as 2,000,000 to pre-train approximately 2.4
epochs over the 6.8 billion word corpus. Except for these, we use the
same hyperparatmers provided in [3] for the BERT-Base and BERT-
Large models. For evaluatoin, we set the eval_batch_size=32 and
max_eval_steps=100,000. The evaluation results are:

loss = 1.0650321
masked_lm_accuracy = 0.78279483
masked Im_loss = 0.96379614
next_sentence_accuracy = 0.9975
next_sentence_loss = 0.0040773232

For comparing model performance, we trained the BERT-Base
model with similar settings. Fig. 3 shows the curves of training
loss for the BERT-Large and BERT-Base models. As expected, the
BERT-Large model has a lower curve.

5.4 Qualitative examples

In this section, we provide positive and negative examples in our
reranking experiments. Our proof-of-concept results (POC 177) are
available on the web.! In POC 1, the results contain 100 gener-
ated patent spans (no cherrypicking) in patent abstract (similar
experiments can be conducted on patent claims in the future). The
input for GPT-2 is the first sentence in the abstract of the US Patent
10,694,449 (granted on 2020-06-23). We selected three generated
patent spans for prior art search and reranking, as below.

e (POC1)

e input: An apparatus and methods are provided for automati-
cally detecting and connecting to a Wi-Fi network.

e output: [1-4] In accordance with a signal strength measure-
ment from a Wi-Fi transceiver during an idle period when a
Wi-Fi network is detected, the Wi-Fi transceiver sends on
to a server an indication of a connection mode of the user
equipment.

https://usptg.herokuapp.com/mlld
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e output: [1-33] In an embodiment, a method is provided for
automatically connecting a mobile telephone to a Wi-Fi net-
work.

e output: [1-42] The apparatus can include a device for detect-
ing whether a wireless device is in proximity to a wireless
device associated with the Wi-Fi network.

Taking [1-33] (generated by GPT-2) as the input, our prior art
search retrieves the top 100 records by BM25 and rerank them by
embeddings. The [3/100] record in POC 4 (as below) is subjectively
a positive example for us. Compared with other records in POC
4, the [3/100] record “automatic connectivity....a mobile device to
roam” is more relevant to the “automatically connecting a mobile
telephone” in [1-33] of POC 1. The [3/100] record is ranked as 26
based on BM25 and reranked as 3 based on embedding. Therefore,
the reranking is effective in boosting its ranking. The [3/100] record
is the 5th span in the abstract of patent 8590023, which was in the
dataset for pre-training GPT-2 in the first place.

e (POC 4)

e patent: 8590023 [ A-4 ] (5th span in abstract)

o text: This automatic connectivity may allow a mobile device
to roam across Wi-Fi hotspots of Wi-Fi networks and offload
traffic to Wi-Fi networks.

o ranked by BM25: 26

e re-ranked by embedding: 3

The rankings by BM25 and embedding similarity may be different
or similar or the same. For example, in POC 4, the [1/100] record (as
below) shows that both ranks are top 1. The [1/100] record in POC
4 is also semantically similar to the [1-33] record in POC 1. The
[1/100] record in POC 4 is the first span in the abstract of patent
10356696, which was in the dataset for pre-training GPT-2 in the
first place.

(POC 4)

patent: 10356696 [ A-0 ] (1st span in abstract)

text: An apparatus and methods are provided for automati-
cally detecting and connecting to a Wi-Fi network.

e ranked by BM25: 1

e re-ranked by embedding: 1

We also found negative examples. In POC 5, the following is
the top record according to both BM25 and embeddings. However,
the similarity between the top record in POC 5 and the input of
POC 5 (the GPT-2 output [1-4] in POC 1) seems remote. Such a
result suggests that sentence similarity is still a difficult problem.
One possible reason is that the coverage of the recall by BM25 is
not broad enough. Therefore, it filters out suitable candidates for
calculating embedding similarity too soon.

e (POC 5)

e patent: 9373249 [ A-1 ] (2nd span in abstract)

o text: The Wi-Fi transceiver receives a Wi-Fi control signal
from a control signal generator.

e ranked by BM25: 1

e re-ranked by embedding: 1

In addition to BM25 and embedding, we found that adding a
keyword can be a beneficial enhancement if a user has a clear idea
about what to look for. For example, the top reranking result in the
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following POC 2 will be less relevant if “proximity” in the [1-42]
record of POC 1 is the point of interest. The [1-42] record of POC 1
is the input for prior art search in POC 2. Such a result is reasonable
because there is no clue for the model to weigh the point of interest
more.

e (POC 2, reranked as top 1)

e patent: 7302229 [ A-2 ] (2nd span in abstract)

o text: In one embodiment, availability of wireless connectivity
may be determined to a first user of a wireless service at a
first wireless communication device to communicate with
an access point associated with a Wi-Fi wireless network
that offers the wireless service.

To boost the search relevancy, we add a keyword setting to BM25.
After adding “proximity” as a required term in the BM25 search,
in the following POC 6, the relevancy of its top record increases
significantly. The total number of positive results increases too.
Using a keyword as the first filter in reranking is a research topic
we plan to study in the future because adding such a hard constraint
could be a double-edged sword.

e (POC 6, reranked as top 1)

o patent: 9986380 [ A-0 ] (1st span in abstract)

o text: A first wireless device determines whether the first
wireless device is in a specified proximity to a second wireless
device based on a signal wirelessly transmitted by the second
wireless device.

It is noted that POC 3 (omitted here for brevity) shows an ex-
ample of a complete patent abstract containing several text spans
generated by GPT-2. Each text span can go through the same prior
art search with reranking, as demonstrated above. We leave such
an enhancement to the future. It is also noted that, in our early
experiments, using embeddings alone (without BM25) produces
many false-positive results, as shown in POC 7. For example, the
similarity between “Coherent LADAR using intra-pixel quadrature
detection” and “In-pixel correlated double sampling with fold-over
detection” is a negative example. There are many negative results
with unreasonable similarities. Therefore, embeddings alone are not
effective for semantic search. Comparing our initial experiments
(embedding only) and later experiments (reranking by BM25 and
embeddings), we conclude that the reranking is more effective even
though it still produces very mixed results.

5.5 Failure case: few-shot learning

Although this work focuses on GPT-2, we are also interested in the
capabilities of the latest GPT-3. GPT-3 is an autoregressive language
model with 175 billion parameters. According to the authors, it is
10x more than any previous language model. By scaling up, the
model can perform few-shot learning purely via text interaction
without any gradient updates or fine-tuning. We estimate that the
largest GPT-3 model is about 507 times bigger than the GPT-2 model
we utilized. We hypothesize that the patent text structure is more
uniform and less diverse than the training data for GPT-3. Hence,
we wonder whether few-shot learning might be possible on our
GPT-2 model too. We prepare our input text in the following format:

<[start_of_figure|> (textl) <|end_of_figure|> <|figure2title|>
<|start_of _title|> (text2) <|end_of _title|>
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The <|figure2title|> mapping is defined in the vocabulary file,
and there is no training data contains such a mapping. Our purpose
is to test whether the model can learn such a new mapping by few-
shot learning. In our eXperiments, we concatenate several records
of different figure text and title. Then, we remove the title in the last
record. If the few-shot learning works, the model should generate
the removed patent title in the last record. Unfortunately, we found
it not workable. The limitation in the model size is probably the
primary root cause. Although such a failure case was anticipated,
we found one intriguing pattern: the model keeps generating the
patent title in the second record most of the time. We leave this
case to the future. Determining the minimal model size to achieve
few-shot learning in the patent domain is also an important topic
for future research.

6 FUTURE RESEARCH

Our experiments show mixed results, and the topics for future
researchers include:

e How to make reranking more effective?

e How to measure the “novelty” and “non-obviousness” (re-
quirements in patent laws) between the generated patent
text and prior patent text?

e What are the legal & ethical considerations before releasing
a generative patent model?

e Can the discrepancy of the rankings between BM25 and
embedding be a source for data augmentation? For example,
Sentence-BERT requires both positive and negative examples
to train. Ranking by embeddings first and filtering by BM25
later might be a way to collect negative training examples.

7 CONCLUSION

Reranking with BM25 and embeddings is a practical approach for
producing better search results than using embeddings alone. Our
reranking is a two-step approach in which the search is performed
based on BM25 first and then performed based on the cosine simi-
larity of embeddings. If a user has a clear point of interest in mind,
the search can be more productive by adding an extra step of pro-
viding a keyword to the BM25 search. In this work, the input for
the prior art search is the patent text span generated by a GPT-2
model. The objective of our prior art search is to identify retro-
spectively the most similar patent text spans in the training data
of the GPT-2 model. Although our experiments show the effec-
tiveness of reranking in the patent domain, they also show that
semantic search for longer text remains challenging. By finding
the similarity between GPT-2’s inputs and outputs, we expect that
this work and its future enhancement can help researchers under-
stand GPT-2 better. Particularly, in the patent domain, it is critical
to evaluate the novelty in GPT-2 and GPT-3 models. To evaluate
the novelty, a prerequisite is to identify the closest training data.
The progress in this paper is toward fulfilling the prerequisite so
that novelty of the generated patent text can be evaluated in the
future. In our system architecture, we integrate several building
blocks, notably pre-training GPT-2, pre-training BERT, using Elas-
ticsearch for BM25 ranking, and reranking by embedding similarity
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with Annoy. Such a proof-of-concept implementation is a practical
reference for future researchers.
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ABSTRACT

Domain-specific contextualized language models have demonstrated
substantial effectiveness gains for domain-specific downstream
tasks, like similarity matching, entity recognition or information
retrieval. However successfully applying such models in highly
specific language domains requires domain adaptation of the pre-
trained models. In this paper we propose the empirically motivated
Linguistically Informed Masking (LIM) method to focus domain-
adaptative pre-training on the linguistic patterns of patents, which
use a highly technical sublanguage. We quantify the relevant dif-
ferences between patent, scientific and general-purpose language

and demonstrate for two different language models (BERT and
SciBERT) that domain adaptation with LIM leads to systematically
improved representations by evaluating the performance of the

domain-adapted representations of patent language on two inde-
pendent downstream tasks, the IPC classification and similarity
matching. We demonstrate the impact of balancing the learning

from different information sources during domain adaptation for
the patent domain. We make the source code as well as the domain-
adaptive pre-trained patent language models publicly available at

https://github.com/sophiaalthammer/patent-lim.

CCS CONCEPTS

« Information systems — Document representation; Language
models.

KEYWORDS

Language modelling, representation learning, patent domain, BERT

1 INTRODUCTION

Large scale language models, pre-trained on corpora of general
purpose language [7], provide effective representations for text
documents, which improve the performance on a variety of down-
stream tasks including information retrieval, information extraction
and similarity matching [5, 18, 32]. The representations of contex-
tualized language models are used in production systems in the
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web and news domains to include semantic knowledge for solving
tasks based on text input like search or automated classification
(4, 31].

In this paper we propose a novel domain-adaption linguistically
informed masking pre-training method for BERT-style language
models. We show its suitability for the patent domain and demon-
strate its effectiveness for representation learning on patent lan-
guage. We publish our BERT-based language model pre-trained on
patent language data to make our work readily available for the
community.

The suitability of the representations with respect to a given
downstream task relies on the assumption that the language of
the documents of that downstream task comes from the same
or similar distribution as data of the language model. Otherwise
domain-adaptive pre-training becomes necessary, as the further
the language of the downstream task is from the distribution of the
pre-training language, the less relevant information is encoded in
the representations [12, 13]. Therefore we investigate in this paper:

RQ1 Which BERT-like pre-trained language model is best suited
to representing patent language?

We compare the language models BERT [7] (pre-trained on gen-
eral purpose language) and SciBERT [5] (pre-trained on scientific
language for representing patent language). We perform domain-
adaptive pretraining with both models and evaluate the resulting
representations on two independent patent-related downstream
tasks: IPC classification and similarity matching. Here we find that
the downstream task performance of the SciBERT based repre-
sentations outperforms the BERT-based representations for both
patent-related tasks. Furthermore we reason that this is due to the
more fine-grained tokenization of the patent language by the Sci-
BERT model than by the BERT models’ tokenization.

Patent language contains linguistic patterns which differ from gen-
eral purpose or scientific language [33] and is characterised by the
frequent use of technical terms and novel multi-word expressions,
as well as long sentences, chained conjunctions and large noun
phrases, as shown in Figure 1. In order to take these linguistic
characteristics into account, we propose the domain-adaptive pre-
training scheme for BERT-like language models: linguistically
informed masking. Linguistically informed masking shifts the
masking probabilities in domain-adaptive pre-training towards the
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What is claimed is: 1. A hydraulic regeneration deactivation
valve to react to a pressure and to deactivation regeneration of a
hydraulic cylinder,...

Figure 1: An example of a patent claim

highly informative multi-word terms in patent language. As multi-
word terms are contained in the noun chunks, the degree of shifting
the masking towards the multi-word terms is here controlled with
a noun chunk masking probability p,.. We investigate:

RQ2 How does domain-adative pre-training with linguistically
informed masking influence the representations of patent
language?

For BERT and SciBERT we compare domain-adaptive pre-training
with and without linguistically informed masking with shifting the
masking to 100% and to 75% to the noun chunks. In order to eval-
uate the effectiveness of the different representations for patent
language, we evaluate and compare them for the two independent
downstream tasks of IPC classification and similarity matching.
Here we find that linguistically informed masking does improve
the overall downstream performance, thus we reason that shifting
the masking probabilities towards the noun chunks improves the
representations of patent language. Furthermore we investigate the
degree of shifting the masking probability p,. towards the noun
chunks.

Our contributions are as follows:

e We investigate domain adaptive pre-training of a general
purpose language model (BERT) and of a scientific language
model (SciBERT) for representing patent language and find
that SciBERT is more suitable to represent patent language.
We investigate two factors for that: the language pre-training
corpus as well as the tokenization

e We propose linguistically informed masking for domain-
adaptive pre-training for patent language and demonstrate
effectiveness gains with representations of patent language
learned with linguistically informed masking for IPC classi-
fication and similarity matching

e We make the source code as well as the domain-adapted
pre-trained language models available at
https://github.com/sophiaalthammer/patent-lim

2 RELATED WORK

Representation learning. Learning general word representations
continues to be an active research area, from word-level represen-
tations [30, 35] up to pretrained language models [8, 15, 36, 38]. In
particular the BERT language model [8] delivers generally applica-
ble, syntactically and semantically informative embeddings which
have advanced the state-of-the-art performance on a variety of dif-
ferent downstream tasks. The extensive and varied further research
results based on the BERT model [16, 20, 26, 42] show the generality
and flexibility of the representations. Sun et al. [41, 42] use entity-
level and phrase-level masking to achieve state-of-the-art results
on Chinese. Joshi et al. [16] explore the effects of different static
masking schemes for the BERT pre-training and find that random
span masking is the best for learning general-purpose language.
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Domain adaptation of language models. There is a suite of BERT-
like domain-specific models which have been fine tuned for, e.g., the
social media [13], biomedical [22], clinical [1], legal [6] or scientific
domains [5]. They show that the domain adaptive fine-tuning on the
same language modelling tasks already leads to more informative
representations of the respective domain and therefore to better
performance on downstream tasks. Beltagy et al. [5] demonstrate by
training a BERT language model from scratch on scientific language
and with a trained, scientific vocabulary that the suitability of the
tokenization to the domain language is an important parameter for
good representations of that language. However Gururangan et al.
[12] demonstrate that domain-adaptive pre-training is crucial for
specific domains and for the performance on downstream tasks.
Hofstatter et al. [14] demonstrate the use of retrofitting [11] for
Word2Vec [30] patent embeddings for patent retrieval.

Natural language processing in the patent domain. The use of
machine learning and deep learning methods for patent analysis
is a vibrant research area [4, 18] with application in technology
forecasting, patent retrieval [2, 37], patent text generation [23] or
litigation analysis. There has been much research on the patent do-
main language which shows that the sections in patents constitute
different genres depending on their legal or technical purpose [40].
Furthermore the vocabulary of patent language is highly specific
[27, 33] and contains special multi-word terms which are novel con-
structions from commonly used words and which are characteristic
of patent language, as in Figure 1 [9, 45]. The citations of patents
are a frequent subject of research and they are used to explore the
similarity of cited patents [25, 28, 39]. The classification of patents
with the IPC tags, which determine a hierarchical topic category of
the patent, is a well known downstream task [21, 24]. The manual
curation of patent metadata by the patent offices provides abundant
labelled data for NLP research, however the tasks of IPC classifica-
tion and similarity matching can not yet be considered solved, and
thus are sufficiently difficult tasks for comparing the capabilities of
representations for patent language.

3 LINGUISTICALLY INFORMED MASKING

Here we motivate the domain adaptive pre-training method of
linguistically informed masking for learning patent representations
and we define and introduce linguistically informed masking for
BERT-like language models.

3.1 Linguistic motivation

Our goal is to learn better language representations for the patent
domain. As the language models which are the subject of our re-
search are pre-trained on a different language domain, we aim to
quantify the difference between the pre-training language and the
target language, here patent language, in terms of their linguistic
patterns. Therefore we examine the general-purpose and scientific
language on which BERT and SciBERT are pre-trained, respectively,
as these models will serve as pre-trained language models which
we adapt to patent language.

One of the main distinct characteristics of patent language is the
use of constructed multi-word terms [33] such as “a disk-shaped
suspension-type insulator” or “a non-transitory computer-readable
medium”. These multi-word terms are contained in noun chunks,
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—— Patent Abstracts
— Wikipedia
—— Semantic Scholar Abstracts
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Noun chunk length

Figure 2: Distribution of noun chunk length in patent and
Semantic Scholar abstracts and Wikipedia: patent language
contains on average longer noun chunks with domain spe-
cific information signals

therefore we analyze the length and appearance of noun chunks
in patent language compared to general-purpose and scientific
language. As representatives from each language domain we choose
a sample of 600 articles from the Wikitext raw training dataset [29]
and 1,000 abstracts from the Semantic Scholar research corpus [3],
which correspond to the pre-training data of BERT and SciBERT.

We identify the noun chunks using the Spacy natural language
toolkit! after removing tabs and multiple whitespaces as well as
mathematical formulas from the raw text. We remove noun chunks
which are longer than 10 words as we see that these cases are
enumerations when analyzing the noun chunks.

Figure 2 shows the distribution of noun chunk length of the
different language domains, with the average length in dashed ver-
tical lines. We observe a significant difference of the distribution
of the noun chunk length in the patent language (mean: 2.73; sd:
1.27) compared to general-purpose (2.21;1.25) or scientific language
(2.37;1.36) as there are more long noun chunks in patent language
(K-S test: p < .001 for all three language combinations). Therefore
we conclude that patent language contains longer noun chunks
than general-purpose or scientific language and the longer noun
chunks in patent language are constructed using novel combina-
tions of common nouns. Consequently the BERT and SciBERT
models are not trained to generate optimal representations of these
noun chunks.

Considering that the noun chunks contain domain-specific in-
formation signals in the form of multi-word-terms and technical
terms [33], this motivates us to focus on learning the linguistic
peculiarities of the patent domain contained in the noun chunks
explicitly during domain-adaptative fine-tuning. Hence we propose
linguistically informed masking for domain-adaptive fine-tuning
of BERT-like language models.

Ihttps://github.com/explosion/spaCy/
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Wikipedia USPTO13M
p(yjx=1) 0.499 0.507
P2(yjk =0) 0.501 0.493

Table 1: Probability that a given token k in sequence j is in
a noun chunk for two datasets

3.2 Masked Language Modelling (MLM)

The BERT language model [8] is designed to learn bidirectional
representations for language and is jointly pre-trained on the tasks
of masked language modelling (MLM) and next sentence prediction
(NSP), with two different additional layers based on the output of
its transformer network [44]. In the next sentence prediction task
the model is given two sentences of a text and it has to predict if the
second sentence is the next sentence in the original text. In masked
language modelling 15% of the tokens in each sequence are masked
out and the model predicts the true token, which is inspired by
the Cloze task [43]. Solving these pre-training tasks requires the
representations to capture syntactic and semantic characteristics
of the language and therefore this task enables the language model
to learn linguistic representations.

In this section we describe the novel domain-adaptive pre-training
method of linguistically informed masking (LIM) for BERT-like lan-
guage models, which adapts the MLM task in order to focus the
model towards learning specific linguistic information of the do-
main.

We first give a formal definition of the MLM task. Let B be the
number of training sequences consisting of encoded sentences in
one training batch and let max_pred be the number of masked
positions where the original token needs to be predicted. Then the
loss L of the MLM task is defined as cross-entropy between the
predictions p_mlm;; and the label [_mlm;; as

B max_pred

2

i=1

—(log(pfmlmij)T lfmlm,-j)wij

B max_pred
=1  i=1
for each position i and for each sequence j. w;; is a weight for a
padding mechanism in case fewer than max_pred positions are
masked in the sequence. The predictions p_mlm;; € RY are a
probability distribution over the whole vocabulary with size V and
the label is a one-hot encoding of the masked token. The predictions

p_mlm;j are the output of the MLM layer and are defined as
p_mlm;j = softmax(Wy,m Xij + bim)

where W1, € RV*? and b,,,;,,, € R are the weights and biases of

the MLM output layer and X;; € R is the final hidden vector of the
masked position i with dimensionality H. For a sequence j we get
the final hidden vectors of the masked positions X; € RITxmax_pred
with

Xj = Tij Vj=1,.,B.

Here T; € RH*S are the final outputs of sequence j of the BERT
model with the input sequence length S and the masking matrix
M; € {o, 1}Sxmax_pred yhich shows the masked positions. The
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masking matrix M/ for a sequence j consists of one-hot vectors for
each masked position n with n = 1, .., max_pred:

i 1
J . ’
Mkn = {O

3.3 Linguistically informed masking
pre-training method (LIM)

With the linguistically informed masking method we aim to give
the model the flexibility to focus on learning specific linguistic
characteristics of the language, namely the noun chunks in the
patent domain. Therefore we propose the linguistically informed
masking method where py,. € [0, 1] of the masked tokens belong to
a noun chunk and 1 — pp, to a non-noun chunk. We realize this by
modifying the masking matrix M/ € {0, 1}5¥max_pred of sequence
Jj depending on

e 1’
Yjk = 0,

which indicates whether token k of sequence j belongs to a noun
chunk or not. The LIM masking matrix M/ € {0, 1}5*max_pred jg
constructed so that it contains with a probability of pp. only masked
tokens k for which y . = 1, and with a probability of 1 — pn¢ only
masked tokens for which y ;. = 0. With this construction, in pnc of
the sequences only tokens that belong to a noun chunk are masked,
and in 1 — pp. of the sequences only tokens of non-noun chunks
are masked.
In order to examine the differences of the pre-training methods
of MLM and LIM we analyze the overall noun chunk distribution
for tokens in the Wikitext raw dataset [29], which corresponds to
the pre-training domain of the BERT model, and the USPTO13M
patent dataset, which is shown in Table 1. Because masking in
MLM is random and around half of the tokens in both datasets
are part of noun chunks, around half of the masked positions will
belong to a noun chunk and half will not. This means that with
MLM fine-tuning on patent documents, the influence of tokens in
noun chunks would be approximately equally weighted, despite the
importance of noun chunks in patent language. With LIM however
we can control the influence of noun chunks via the parameter pp..
To increase this influence the noun chunk masking probability must
be pnc > p(yjx = 1), which means that we choose ppc > 0.507
for the patent domain. With pp = 0.507 LIM reduces to MLM as
a special case, as the probability of masking out a noun chunk in
LIM is then the same as in MLM.

We examine the impact of LIM compared to MLM with the choice
of pne = 0.75. The probability of masking the token k, which is in a
noun chunk in sequence j, with the MLM task in the patent domain
is

if token k is masked in nth position

otherwise.

if token k belongs to a noun chunk

otherwise

Jj _ _
oM = 1lyye = 1) = Pl = LAY =D
kn — Jk — -

Py =1)
pM] =1)*pyjr =1)
= =0.15
Py =1)

as the masking is independent of the noun chunks. For LIM the
probability of masking a noun chunk token is
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PO =1 Ay =1)

M =1y =1) =
P = ik Py =1
P, =D *pne 0155075 0.9
Py =1) 0.507 '

This shows how we influence the probability of masking a token
k, which is in a noun chunk, with the parameter p,.. With p,. =
0.507 LIM reduces to MLM as a special case. In summary, the LIM
parameter pnc controls the probability of masking noun chunk
tokens.

4 EXPERIMENT DESIGN

Our experiments investigate which BERT-like pre-trained language
model is best suited to represent patent language (RQ1) as well as
the influence of domain-adaptive pre-training with linguistically
informed masking for the representations of patent language (RQ2).
To evaluate these questions we do domain-adaptive pre-training on
patent language with BERT and SciBERT with either the MLM or
LIM pre-training method. We compare the vanilla model without
domain-adaptive pre-training, the MLM and LIM domain-adaptive
pre-training for BERT and SciBERT for representing patent lan-
guage. To assess the quality of the resulting representations we
evaluate the performance of the representations for the two inde-
pendent, patent-related downstream tasks of IPC classification and
similarity matching.?

4.1 Data

We leverage the patent corpus from the Google Patents Public
Datasets 3 on BigQuery with the query in Appendix A.1. The cor-
pus, which we will refer to as USPTO13M, consists of 13 million
granted utility patents in English with title, abstract, claims and
description. The title contains on average 8 words, the abstract
112 words, the claims 1067 and the descriptions 9539 words. We
also retrieve metadata like the filing date and the IPC tags, which
are a consistent, hierarchical topic categorization of the patents
and which are assigned by patent examiners [46]. Our corpus con-
tains 738 different IPC tags on the subclass level of the tags. The
patents also contain citations referring to other previously pub-
lished patents which the current patent is related to. Of primary
importance are category “X” citations, which encode close techni-
cal relatedness. Category “X” is applicable “where a document is
such that when taken alone, a claimed invention cannot be consid-
ered novel” [10]. We will use the citations of a patents as similarity
indication of two patents.

4.2 Domain adaptive pre-training on patent
language

Following the definition of Pan and Yang [34] for transfer learn-

ing, we define the domain adaptive pre-training from the source

domain Wikipedia or the source domain of scientific language with

the source tasks of MLM and NSP to the target domain of patent

language with the target task of MLM or LIM and NSP. Here we

2We show the tasks’ independence in Appendix A.3.
3https://console.cloud.google.com/bigquery?p=patents-public-data
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take the unsupervised domain-adaptive pre-training dataset as the
title, abstract, claims and descriptions of 320k patent documents
from the USPTO13M corpus containing 3.3 billion words, similar to
the size of the BERT and SciBERT pre-training datasets. We remove
tabs, multiple whitespaces and mathematical formulas. We choose
the BERTg4sE cased model with 110M parameters as initialisation
to match the size of the SciBERT model. As the learning rate is a
sensitive parameter that is data- and task-specific, we perform a
grid search over 1 = 1074, 5%107°,2% 1072, 1 % 10~ as learning
rate candidates following Beltagy et al. [5] and Alsentzer et al. [1]
and choose the optimal learning rate for each configuration. We
choose the same hyperparameters as were used in the pre-training
phase for each model. The hyperparameters, including learning
rates, can be found in Appendix A.2. We carry out domain adap-
tive pre-training of the BERT and SciBERT model for 100k steps
following Lee et al. [22], which equates to one epoch of the domain
adaptive pre-training dataset.

For LIM domain adaptive pre-training we consider two values for
our domain-dependent hyperparameter p,. € {0.75,1.0} as our
analysis in section 3.3 has shown that p, = 0.507 reduces to MLM
pre-training and as we want to investigate the optimal weighting
of LIM hyperparameter ppe.

4.3 Fine-tuning on patent-related downstream
tasks

Our goal is to compare the performances of the different repre-
sentations on the downstream tasks rather than to maximise the
absolute performances. As two independent patent-related down-
stream tasks for evaluating the quality of the representations of
patent language we choose IPC classification and similarity match-
ing of two given patents. As baselines we choose the BERT and
SciBERT vanilla models which are not domain adapted to the patent
domain, as well as a convolutional neural network for sentence
classification [17] based on word2vec representations [30].

Following the definition of Pan and Yang [34] the vanilla BERT
model is transferred from the source domain Wikipedia and the
vanilla SciBERT model is transferred from the scientific source do-
main, to the patent domain with the target tasks of IPC classification
or similarity matching. Therefore the transfer learning problem
involves both a domain and a task shift.

For the BERT model which is fine-tuned on the patent domain
with the MLM task the transfer is defined as only a task adaptation
from the source task of MLM or LIM and NSP to the target task of
IPC classification or similarity matching on the same domain of
patents. The fine-tuning of the BERT LIMO0.75 and the LIM1 con-
figuration are defined analogously for the SciBERT-based models.
Overall we fine-tune and evaluate 8 different pre-trained models
on the IPC classification and the similarity matching tasks.

4.3.1 IPC classification. For the IPC classification we use a subset
of up to 480k labelled patent claims of the USPTO13M dataset for
training, similar to Lee and Hsiang [21], and an test set of 150k
patent claims, containing in total 738 different IPC [46] tags on the
subclass level. We restrict our classification input to the claims as
the input size of the model is limited and, as [21] have demonstrated,
the text of the claims is sufficient to predict the IPC tags.
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The patents have 1.73 IPC tags on average. As the document
class label we use the single most frequent tag after truncating all
tags to the subclass level. We remove tabs, multiple whitespace
and mathematical formulas before passing the text to the BERT
model for fine-tuning. For the IPC classification fine-tuning we
choose the same hyperparameters as in the domain adaptive pre-
training except the learning rate. For the learning rate we perform
a grid search and choose the same learning rate of 5 * 107> for all
configurations (see Appendix A.4). We fine-tune in total for 30k
steps, which corresponds to one epoch for 480k labelled samples,
and we evaluate the models every 10k steps.

In order to analyze the impact of the language representations
for downstream tasks with smaller number of labelled training
data, we finetune the models on a training dataset size of 160k and
320k and the whole 480k samples and analyze the performance
compared to the baseline. Detailed results for the different dataset
sizes for the BERT model as well as for the SciBERT model can be
found in Table 2. Here the baseline performance is compared to the
MLM or LIM domain adapted BERT and SciBERT model.

4.3.2  Similarity matching. For the similarity matching task we
retrieve pairs of patents which stand in an “X” citation relation,
which we interpret as indicating similarity between the two doc-
uments. We denote these pairs of patent which cite each other as
positive pair. In order to fine-tune the models on similarity match-
ing, we also need negative pairs of patent which do not stand in a
citation relation. As the citations of a given patent do not include
all possible true citable patents, but rather only those which the
patent examiners choose, we must construct negative citation pairs.
This construction is done as follows: To a given patent document,
which comes from the positive citation pairs, we sample randomly
a negative patent document from the positive patent pairs which
stand in a citation relation with another patent document. If the
pair turns out to be the same document, we drop it and also positive
citations pairs are dropped. We choose a training dataset size up
of 12k citation pairs with 50.1% positive and 49.9% negative pairs
represented by their claims. The test dataset contains 16, 500 pairs,
49.9% positive and 50.1% negative ones. We remove tabs, multi-
ple whitespaces and mathematical formulas from the text before
passing it to the BERT model.

The grid search for the BERT vanilla model indicates that 2+ 107>
is the most suitable learning rate for fine-tuning on similarity match-
ing and we choose this rate for all configurations (see Appendix
A5).

In order to analyze the impact of the language representations
for downstream tasks with smaller number of labelled training data,
we finetune the different configurations for one epoch on a training
dataset size of 2k, 8k and 12k samples and analyze the performance
compared to the baseline.

The results of the evaluation for the similarity matching are
provided in Table 3 for the BERT-based and for the SciBERT-based
models.

5 RESULTS

In the following we examine the downstream task evaluation results
regarding our research questions.
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IPC classification Accuracy Precision Recall F1 Score

160k 320k 160k 320k 160k 320k 160k 320k
Word2Vec + CNN 0.2600  0.2900  0.2600  0.2700  0.2600  0.2900  0.1900  0.2100
BERT
VanillaBERT 0.5413  0.5779  0.5244 05663  0.5413 05779 05163  0.5605
Domain adapted
Pne = 0.50 (MLM) 055037 058137 0.52757 0.5744" 0.550"  0.58137 0.5250" 0.5651"
Pne =0.75 (LIM0.75, ours)  0.55317  0.58207 0.5296" 0.5703" 0.55317 0.5820" 0.5279"  0.5647"
Prne = 1.00 (LIM1, ours) 054727 0.57907  0.5227"7  0.5700"  0.54727  0.5790"  0.52187  0.56147
SciBERT
VanillaSciBERT 05604  0.5864  0.5422 05782 05604  0.5864  0.5356  0.5709
Domain adapted
Prne = 0.50 (MLM) 056367 059097  0.54147  0.5800"7 0.5636"7 0.5909" 0.5386"  0.5738"
Pne = 0.75 (LIM0.75, ours)  0.56937  0.59277  0.54867  0.58217  0.5693"7 0.59277  0.5449" 0.5760"
Pne = 1.00 (LIM1, ours) 0.5626"  0.59557 0.5493" 0.58407 0.5626" 0.59557 0.5420"7 0.5778"

Table 2: Accuracy, precision, recall and F1-score of IPC classification on the test set for BERT and SciBERT without and with
domain-adaptive pre-training with MLM or LIM (pnc = 0.75/1.00), © indicates statistically significant difference to Vanilla

baseline, o = 0.05

Similarity matching Accuracy Precision Recall F1 Score

4k 12k 4k 12k 4k 12k 4k 12k
Word2Vec + CNN 05016  0.5027  0.5086  0.5104  0.5016  0.5027  0.3646  0.3812
BERT
VanillaBERT 0.8334  0.8444  0.8545  0.8562  0.8334  0.8444  0.8304  0.8428
Domain adapted
Prne = 0.50 (MLM) 0.8519"  0.8639" 0.86417 0.87467 0.85197  0.8639"  0.85037  0.86277
Pne =0.75 (LIM0.75, ours)  0.85747  0.86697  0.8613" 0.88127 0.8574" 0.8669" 0.8568" 0.8654"
Pne = 1.00 (LIM1, ours) 0.84847  0.8599"  0.85517  0.87247  0.84847 0.8599" 0.84747  0.8584"
SciBERT
VanillaSciBERT 0.8294  0.8489  0.8314  0.8599  0.8294  0.8489  0.8289  0.8474
Domain adapted
Prne = 0.50 (MLM) 0.85247  0.86847 0.8733" 0.8808"  0.85247 0.86847 0.84997 0.86717
Pne = 0.75 (LIM0.75, ours)  0.86147 0.86897 0.86727 0.88277 0.86147 0.86897 0.86067 0.8674"
Pne = 1.00 (LIM1, ours) 0.8519"  0.8664" 0.87117  0.8774" 0.8519" 0.86627 0.84967  0.8655

Table 3: Accuracy, precision, recall and F1-score of similarity matching on the test set for BERT and SciBERT without and
with domain-adaptive pre-training with MLM or LIM (pp,c = 0.75/1.00), T indicates statistically significant difference to Vanilla

baseline, a = 0.05

5.1 RQ 1: BERT vs SciBERT

Comparing the evaluation results of BERT and SciBERT for IPC
classification and for similarity matching leads to the conclusion
that the SciBERT based models achieve an overall higher perfor-
mance. For the IPC classification the results in Table 2 show that
the SciBERT model outperforms the equally domain-adapted BERT
model (for MLM, LIMO0.75 and LIM1) by 1 — 2% downstream task
performance. In Table 3 we see the results for similarity matching
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and comparing the performance of the BERT-based and SciBERT-
based models shows the same picture. The domain-adapted SciBERT
based model outperforms the corresponding BERT model by 1 —2%
downstream task performance. Overall the SciBERT model domain
adapted with LIM with pp. = 0.75 achieves the best performance
for IPC classification and similarity matching.
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5.2 RQ 2: MLM vs LIM

We compare the domain-adaptive pre-training methods of MLM
and LIM, by evaluating the downstream task performance of BERT
and SciBERT domain adapted either with LIM with p, = 0.75 or
Pre = 1.00 or MLM.

If we compare the evaluation results for the IPC classification in
Table 2 we find that for BERT and SciBERT the domain adapted
representations with LIM lead to a higher downstream task per-
formance, for BERT LIMO0.75 demonstrates the best results, for
SciBERT LIM1 shows the highest performance. For the task of simi-
larity matching we find similar results: BERT and SciBERT achieve
the best performance for similarity matching based on the domain
adapted representations of LIM0.75.

In order to compare the performance gains to the baseline per-
formance of the BERT models without domain adaptation, we can
see the relative accuracy improvement compared to the baseline
BERT model of the MLM and LIM domain fine-tuned models in
Figures 3 and 4 for the BERT-based models and the SciBERT-based
models respectively.

For the BERT-based models we can see that the improvement of
the LIM domain fine-tuned model with a noun chunk masking of
Pne = 0.75 is consistently the highest for each size of downstream
task training data for both downstream tasks, besides for the IPC
classification trained on 480k samples, where the domain adapted
model with pp. = 1.00 improves the performance compared to the
domain adapted model with pp = 0.75. Similarly we observe that
the LIMO0.75 SciBERT model achieves the highest improvement for
the similarity matching for all data set sizes, for the IPC classifi-
cation the performance improvement for a smaller dataset size of
160k labelled samples is significant.

Especially in the setting of less training data for the downstream
tasks, we can observe substantial performance improvements of
the LIMO0.75 domain fine-tuned models compared to the MLM fine-
tuned model on both tasks and both models. Therefore our experi-
ments show that domain fine-tuning using LIM leads to improved
representations, when comparing LIM to MLM on the two indepen-
dent domain specific downstream tasks.

These evaluation results demonstrate that the representations of
patent language, which are domain adapted using the linguistically
informed masking training method, achieve higher downstream
task performance on two independent patent-related downstream
tasks. Especially in the low data regime of the downstream task,
the performance gains of the LIM representations are substantial.

6 ANALYSIS OF RESULTS

In this section we analyze our results regarding the better suitability
of the SciBERT model to represent patent language than the BERT
model as well as regarding the weighting factor pj. of the noun
chunk masking in domain adaptive pre-training.

6.1 Tokenization analysis

The language models BERT and SciBERT are trained to encode a
given text into representations. Every language model has a to-
kenization, and it has become common practice to train the tok-
enization of language models with a subword algorithm [19]. The
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Figure 3: Relative accuracy improvement from vanilla BERT
to MLM or LIM domain fine-tuned BERT models for differ-
ent sizes of downstream task training data
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Figure 4: Relative accuracy improvement from vanilla SciB-
ERT to MLM or LIM domain-finetuned SciBERT models for
different sizes of downstream task training data

language model is then pre-trained in an unsupervised manner on
domain language. Therefore the quality of the representations of
a language model for a specific language domain depends on the
similarity of the pre-training language and the target domain, as
well as the suitability of the tokenization to the target domain.

In this section we investigate one potential reason of the better
suitability of the SciBERT model to encode patent language than of
the BERT model: the tokenization. We analyze which tokenization
is most suitable for patent language by comparing a subword tok-
enization trained on patent data to the tokenizations which BERT
and SciBERT use for encoding.

We measure the suitability of the tokenization by the split ratio,
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Tokenization Encoding

BERT [ ’access’, “point’]
SciBERT [ "access’, “point’]
Patent [ "access’, ‘point’]

Table 4: Encoding of the fragment “femto access point” us-
ing three different trained vocabularies

Word count
0.0200 4 —— Patent Vocab
—— Bert Vocab
0.0175 —— SciBert Vocab
0.0150 4
> 0.0125
n
5
o 0.0100
0.0075 4
0.0050 -
0.0025 4
0.0000 T T T T T T ¥
0 25 50 75 100 125 150 175

Sentence length

Figure 5: Distribution of the sentence length for different
tokenizations

which is defined as length of the encoded sentence divided by the
number of words in the sentence. A lower split ratio indicates better
suitability for the domain because words are not split as often, thus
domain-relevant words are retained in full more often rather than
being split into less information rich parts.

Following Beltagy et al. [5] we train a vocabulary with the Senten-
cepiece algorithm [19] on 5 million sentences of the patent dataset.
As the split ratio of the training sentences is similar to the split ratio
of unseen patent sentences, we conclude that the tokenization is
sufficiently well trained on these 5 million training sentences to be a
general encoding of patent language. Now we want to compare the
different vocabularies for encoding patent language. The example
in Table 4 shows how a suitable tokenization leads to less splitting
up into subwords as it includes special words such as “femto” in
full.

In order to compare the performance of the different vocabular-
ies for encoding patent language we determine the length of the
encodings for 1.6 million sentences from patents with the different
vocabularies.

In Figure 5 is the distribution of the sentence length in total number
of words and the distribution of the different encoding lengths of
the sentences with the average as dashed vertical line.

We can see that the encoding length with the SciBERT tokeniza-
tion is shorter than the encoding with the BERT vocabulary. We
observe an average split ratio for the patent tokenization of 1.16,
for the SciBERT tokenization of 1.21 and for the BERT tokenization
of 1.29. Because of the shorter encoding length and the smaller
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Figure 6: Effect of balancing the noun chunk masking with
the parameter p,.: representations which are domain fine-
tuned using LIMO0.75 show promising accuracy improve-
ments for both downstream tasks and for both BERT-based
representations

split ratio of the SciBERT tokenization relative to BERT, we can
conclude that the SciBERT tokenization fits better to encode the
patent language. Because the representations are learned for the
tokens in the vocabulary, it follows that the better the tokenization
fits to the language domain the more specific information can be
captured by the learned representations. As the tokenization of the
SciBERT language model fits better to represent patent language
than the BERT vocabulary, we suggest this as a reason that the SciB-
ERT language model shows better results for representing patent
language than BERT.

6.2 Masking probability analysis

We also want to investigate the effect of balancing the domain
adaptive pre-training with the noun chunk masking parameter
pnce which gives the ability to control the learning from different
linguistic information from the target domain. For that we analyze
the accuracy improvements of different noun chunk masking values
Ppne for domain adaptive pre-training for BERT and SciBERT on
both downstream tasks.

We show the accuracy improvements compared to the baseline
models without domain adaptative pre-training in Figure 6. Here
one can observe the clear trend that shifting the noun chunk mask-
ing towards the noun chunks with a weighting of 75% masked noun
chunks and 25% masked non-noun chunks lead to higher accuracy
improvements for both downstream tasks. However focusing the
domain fine-tuning only on the noun chunks, in other words LIM1,
shows suboptimal results, which leads to the conclusion that balanc-
ing the masking of noun chunks and non-noun chunks between the
values of 0.5 and 1.0 is beneficial for domain adaptive pre-training
for patent language.
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7 CONCLUSION

Overall we conclude that domain adaptive pre-training for learn-
ing representations of patent language is beneficial for pre-trained
masked language models like BERT and SciBERT. We find that the
SciBERT-based representations outperform the BERT-based repre-
sentations of patent language for the two independent downstream
tasks of IPC classification and similarity matching. Therefore we
conclude that SciBERT is more suitable to represent patent language
than the BERT model and see one reason for that in the suitability
of the tokenization of SciBERT to patent language. Furthermore
we have proposed the empirically motivated domain adaptive pre-
training method of linguistically informed masking for BERT-like
language models. We demonstrate improvements on both patent-
related downstream tasks for representations of patent language
that have been domain-adapted using the LIM method. Further-
more we analyze the impact of the weighting factor for shifting the
masking towards the noun chunks. We conclude that domain adap-
tive pre-training with linguistically informed masking improves
the representations of the patent domain for BERT and SciBERT
and that balancing the weighting to learn from different linguistic
information is beneficial for representation learning.
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A.1 Google BigQuery query for patent dataset
USPTO13M

SELECT

publication_number,
publication_date,

filing_date,

priority_date,

title.text AS title,
title.truncated as title_tr,
abstract.text AS abstract,
abstract.truncated as abstract_tr,
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claim.text as claim,

claim. truncated as claim_tr,
text as descr,

.truncated as descr_tr,
TO_STRING (ARRAY (SELECT

n;n)

descr.
descr
ARRAY_
code FROM UNNEST(p.ipc)),
AS ipc,
ARRAY_TO_STRING (ARRAY (SELECT

code FROM UNNEST(p.cpc)), ";™)

AS cpc

FROM

“patents-public-data.patents.
publications ™ p,

UNNEST (p.title_localized) as title,
UNNEST (p.abstract_localized)

as abstract,
UNNEST(p.claims_localized) as claim,
UNNEST (p.description_localized)

as descr

WHERE

filing_date >= 20000101
AND

claim.language = 'en'
AND

descr.language = 'en'
AND

title.language = 'en'
AND

abstract.language = 'en'
AND

/* Granted patents only */

application_kind = 'A'

Google BigQuery database accessed on the 04.11.2019

A.2 Hyperparameter for domain adaptive
pre-training on patent domain

The masking and next sentence accuracies after domain adaptive
pre-training each configuration for 2500 steps for the different
learning rate candidates 1 107%,5%1075,2 %1075, 1 % 10> as well
as the learning rate choice for each configuration can be seen in
Table 5. Domain adaptive pre-training was performed on 1 GPU
and took 2.5 days for each configuration.

A.3 Independence of IPC classification and
similarity matching

In order to test whether there is a trivial relationship between the
IPC tags and the similarity relations of a patent, we train a linear
SVM classifier on predicting the similarity matching of a pair of
patents from their IPC tag representation. On an equally balanced
binary dataset we reach a classification performance which is little
better than random (accuracy: 0.59, F1 score: 0.46), and therefore
conclude that the two tasks are independent.
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https://doi.org/10.1109/TKDE.2009.191
https://doi.org/10.1109/TKDE.2009.191
https://doi.org/10.3115/v1/D14-1162
https://doi.org/10.3115/v1/D14-1162
https://doi.org/10.18653/v1/N18-1202
https://arxiv.org/abs/2012.13919
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Linguistically Informed Masking for Representation Learning in the Patent Domain

maximum sequence length 256

masking probability 0.15
training steps 1000
warm-up steps 100

B 0.9

Ba 0.999
dropout probability 0.1
batch size 16
learning rate 2%107°

Table 7: Hyperparameter for similarity matching fine-
tuning

maximum sequence length 128
masking probability 0.15
training steps 100,000
warm-up steps 10,000
B 0.9

i 0.999
dropout probability 0.1
batch size 32

Table 5: Hyperparameter for domain adaptive pre-training

A.4 Learning rate evaluation for fine-tuning on
IPC classification

The evaluation of the grid search for the best suitable learning
rate for IPC classification fine-tuning can be found in Table 6. The
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accuracy values for the different configurations are shown after
fine-tuning for 2500 steps with the learning rate candidates 5
107°,2 % 107°,1 % 1073, The IPC classification was performed on 1
GPU and took around 1.5 days for each configuration.

IPC classification

5%107° 3%107° 2%107°
BERT Vanilla 0.4321 04301  0.4135
BERT MLM 0.4737 04598  0.4333
BERT LIM0.75 0.4776 04594  0.4372
BERT LIM1 0.4830 04592 04212
SciBERT Vanilla ~ 0.4906 04773  0.4501
SciBERT MLM 0.5031  0.48705  0.4652
SciBERT LIM0.75  0.5142  0.4870  0.4665
SciBERT LIM1 0.5020  0.4863  0.4647

Table 6: Accuracy values for different learning rates after
IPC classification fine-tuning each model for 2500 steps

A.5 Hyperparameter for fine-tuning on
similarity matching

The hyperparameter for fine-tuning on similarity matching can be
found in Table 7. Fine-tuning the BERT vanilla model configuration
for 1000 steps on the different learning rates of 5 = 107°,3 %1072,
2 % 107 indicates that 2 * 10 is the most suitable learning rate
for fine-tuning on similarity matching and we choose this rate for
all configurations. The fine-tuning was performed on 1 GPU with
61 RAM and took around 30 hours for each configuration.
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ABSTRACT

Numerous development e [ofits are underway that aim to apply the
recent advancements in the [eltl of arti [Cial intelligence to a vari-
ety of patent-related tasks such as prior-art searching, technology
landscaping, patent classi [cation, etc. In this paper, we advocate for
researchers to align their work with a modular system of software
components. We show how such alignment will make it easier for
researchers to prototype new systems, upgrade existing systems,
collaborate, and build upon each other’s work. We also present such
a system of modular components that we created while developing
PQAI, an Al-based prior-art search platform.

KEYWORDS

Patent Al, Patent Retrieval, Prior Art Search, Open Source, Modular
Software Architecture

1 INTRODUCTION

As a result of the rapid advancements in the [eltl of machine learn-
ing, the prevalent optimism surrounding Al in general, and the
ongoing e [arts in IP industry [1, 3, 8, 9, 16, 17] and academia
[6, 12, 13, 15], we foresee the development of many Al-centered
patent data mining software platforms in the coming years. If the
current trend persists, the [eltl of Al will continue to evolve rapidly
during this time. As a result, to stay relevant, these platforms will
need to continuously experiment with and adopt the latest and
best Al tools as they become available. In this paper, we show that
by designing modular components, researchers involved in the
development and re [nément of such platforms can ensure that
their systems are [eXible enough to evolve quickly and versatile
enough to leverage a spectrum of Al technique. We advocate for
more researchers to consider [ifing their work within a modular
system. This would enable the community of patent data mining
researchers to more easily collaborate and build upon each other’s
work. We also present an example of such a modular system, de-
signed during the development of PQAI [14], an Al-based prior-art
search platform. The structure of this paper is as follows: Sectionl
sets the context of the paper. Section 2 highlights a number of
existing problems associated with the development of Al-centric
patent-data mining platforms (and which might become more criti-
cal in future as these platforms continue to develop in isolation).
Section 3 describes how a common, open-source schema of modular
components could mitigate these problems. Section 4 delves into
the details of the modular system used in PQAI and describes some
of its components. Section 5 presents few examples that show such
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components could be interlinked to build modular systems to target
speci [cpatent data mining problems.

2 PROBLEMS

Currently, most research groups developing patent-Al platforms
work in isolation. This is imparting to a number of ine [ciehcies
in the development e [ants and creating limitations for the users of
such tools too. We are highlighting them below:

(1) Although each platforms has a unique proposition that fo-
cuses on a speci [CAl-capability, to render it usable in the
form of a software tool, a number of ‘commodity’ software
components for handling patent data also need to be devel-
oped. Such components include patent number parses, patent
data repository wrappers, patent reading interfaces, export-
ing and reporting functions, etc. Each development group
has to spend considerable resources building commodity
components that do not add to their core value proposition.
The fact that there is no standardization of patent-software
components makes it di [culk for various groups to collabo-
rate, upgrade, license, or sell their components for reuse by
others. Even though some of the platforms make few API ser-
vices available, they are also mostly incompatible with each
other, making it di Cculk to merge the data/functionalities of
two systems.

(3) The closed source implementation of most platforms means
that it is not feasible for users such as corporate IP teams and
law- [rmhs, who would like to have a custom Ul or some cus-
tom functionality on top of what is available on the platform
by default.

(4) Since most platforms do not provide access to their inner
components or APIs, the entry-e [aft for Al researchers who
want to explore and experiment with patent data (e.g., in uni-
versities) is high. They have to arrange their own databases
and create a base functionality layer as a pre-requisite. This
takes considerable time and e [art.

@

~

3 SOLUTION

To mitigate the problems described in the preceding section, we
propose a solution centered on development, dissemination, and
adoption of an open-source schema of components with standard-
ized interfaces and their reference implementations by the research
community working in the patent-Al space. Our solution is inspired
partly by few initiatives [2, 4, 5, 7] that facilitate modular and ef-
[cient development in neighboring [eltls and partly by our own
exploration of the design space of a patent-Al system while devel-
oping a prior-art search engine. Although modular development
in patent information retrieval has been attempted before [10, 11],
in practice, there is a general lack of open-source frameworks and
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resources critical for driving industry-wide adoption and e LCiehcy.
We believe that the availability of such resources would help re-
searchers to develop experimental prototypes faster, upgrade exist-
ing software platforms with ease, and smoothly build upon each
other’s work. These resources include:

(1) An open-source schema of standardized software compo-
nents: This schema acts as a blueprint of a family of highly
customizable and frequently used software components that
can be inter-connected together like Lego pieces. These com-
ponents should be standard in the sense that they have well-
de [nad input-output characteristics, although the schema
imposes no restriction on their implementation. Following
such a schema can help in ensuring that components cre-
ated by groups completely isolated from each other are still
inter-compatible. This schema should be de [ndd at a high
level to be able to accommodate a variety of Al techniques
(few examples are presented in next section).

Open-source implementations of software components: Ac-
cess to a library of such components will enable researchers
and developers to avoid spending time creating their own
‘base layer’ functionalities (such as standard searching and
[Itdring operations, patent number parsing, patent render-
ing, data management, etc.) and reference implementations
for comparison. Instead, maximum e [art could then be in-
vested in creating new and improved components or building
new capabilities by combining existing components in new
ways.

Remote API access to software components and datasets: API
access will facilitate and encourage small-scale development
and experimentation with patent data. This would be useful
for resource constrained e [afts, such as where a small in-
house IP team can hire a freelancer developer to create a
lightweight dashboard for accessing and exploring patent
data of their own speci [cIleltl, or where a small team of
students is carrying out a university project involving patent
data analysis. The APl access would obviate the need for
such groups to set up a heavy system to get a little done.

4 COMPONENTS

In this section, we present a non-exhaustive list of versatile com-
ponents from the PQAI library [14], which o [en functionalities
frequently required in a range of patent data mining operations.
Under the PQAI initiative, the authors aim to de [né a standard-
ized schema of these components and release their concrete imple-
mentations as open-source code. For some of the components, we
[rst describe their abstract versions and then the patent-speci [c]
version. The abstract version is unlikely to be used in real-world
development, but knowing its behavior helps in understanding the
behavior of the family of components that can be derived from it.
Patent Database: This is an instance of abstract component Stor-
age (described at the end of this list). Patent Database is a special
component in the sense that all components can be con [gired to
access it. A major bene [Xaf this approach is that components can
pass around references within the Patent Database (e.g., patent
numbers) instead of patent data itself. This keeps the component
interfaces clean and lightweight. Encoder: An encoder takes in an
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entity and returns its representation. The input entities and output
representations can both take many forms, making this component
very versatile. For instance, one instantiation of an encoder can
be in the form of a Patent Vectorizer — which accepts a patent
number (as described earlier, all components can retrieve patent
data given the patent number) and returns a vector embedding in
a high dimensional space that corresponds to the given patent. A
bag-of-words encoder can be another example of this component.
Index: An index is a data structure optimized for searching among
entity representations. It di [erk from a Store in that it may not
necessarily be able to return the original representation. It accepts
a compatible query and returns a set of entity pointers. A Patent
Vector Index, for example, might accept a query vector and return
a set of patent number as top matches for the query. Note that the
Index accepts query representations and not raw queries, therefore,
it has to plugged into a suitable Encoder to turn the raw query
into a compatible representation. Ranker: It accepts a set of enti-
ties and returns a list of the same entities, the order of which is
determined by a ranking criterion. A Patent Ranker for instance,
would accept a set of patents and a user query as input and orders
those patents in decreasing order of relevancy to the given query.
Classi[ert A classi [erlassociates one of a [nike set of prede [néd la-
bels to a patent, where the labels have unique meanings associated
with them. A Patent Classi [en for instance, could take as input a
set of patent numbers and associate, with each patent number, a
label, which may mean for example whether this patent is related
to solar cell technology or not. Internally, classi [ers can make use
of con [gudrable classi [ed models, which can be initialized with in-
puts such as (patent-number, label) pairs or a textual description.
Consolidator: A consolidator accepts a set of patents and associates
one of a [nilte set of arbitrary labels to each patent. Essentially, it
creates clusters of patents where each cluster’s patents have some
common characteristics. A Technology Consolidator, for instance,
can accept a set of patent numbers and then group them into, say, 3
groups, depending on the technologies they relate to. Filter: A [fdr
accepts a set of entities and depending on a [Ifér criterion returns a
subset of them. A Patent Filter, for instance, would [Ifér out patents
satisfying a condition such as a publication date criterion. Filters
can be cascaded to create a Filter Sequence. For instance, a date
period [f#r can be created by cascading a before-date [Ifér and
an after-date [Ifér. Sorter: The input-output characteristics of a
sorter are similar to a ranker but in its output, only the relative
positions of the entities matter. A Patent Sorter can, for instance,
accept a list of patent numbers and arrange them such that any
patent in the list is succeeded by the most similar patent to it in
the rest of the list. Such a sorter can be useful during a manual
review of patents (all related patents come in sequence and the
reviewer can make use of insights still available in their short term
memory). Patent Number Parser: It accepts plain text as input, then
detects and extracts any patent numbers in it, translates them into
a standard format (e.g., by truncating or adding zeros) and then
outputs a list of patent numbers that can be directly inputted to the
Patent Database component. This component, when used at the
boundary of a patent data mining system, can eliminate all issues
that arise due to patent number format mismatching. Storage is an
abstract wrapper around as a data source. It stores entities that are
all of the same type but other than this, it makes no assumption
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about how the data is stored (e.g. whether it is stored in a local
database, in the primary memory, or on a remote server). A Storage
component performs two operations: it saves and retrieves entities.
In the saving operation, it accepts an entity and returns its entity
identi [ed Retrieval operation is the opposite of saving operation -
an entity is returned in response to a supplied identi [ed Storages
can be con [gured to be read-only too.

5 EXEMPLARY SYSTEM

In this section we show few examples to demonstrate how the
components described in the last section can be interconnected to
form systems that carry out speci [C_patent-related tasks.

Patent search engine: The input here is a user query and possibly
one or more [i#rs (such as date restrictions) and the output is a
ranked list of patents. Diagram 1 shows a possible implementation
using standard components.

E; P
Y
Query > E; > 1
3 v
Filter ~ _ Search
Criteria ¥ R Results

P: Patent Database, E1: Patent Encoder, E»: Query Encoder,
I: Index (precomputed), F: Filter Sequence, R: Patent Ranker

Figure 1: A patent search engine designed with standard
components

Technology monitoring system: The input here is a speci [cation
of a technology area and a time period of interest and the output
is a set of recent patents and published applications. A generic, re-
con [gurable classi [edis used here, which uses a textual description
of the technology or a white-list of patents to adjust its operation
(e.g., by training an internal ML model). Diagram 2 shows a possible
implementation using standard components.

Technology landscaping: The output of technology landscaping
studies, unlike the preceding two examples, is much more complex
than a list of patents. A typical output, however, can be broken down
in the form of a number of insights that are reached by manually
analyzing the patent data, typically through charts on a dashboard.
Some of these charts are quite basic, such as patent [ing trend
over the years. Others are more sophisticated, such as a heat-map
of patent portfolio sizes held by the major players in a number of
technology sub-domains. Most of these charts, irrespective of the
complexity of the underlying data, plot two categorical variables.
The data for these charts can therefore, be arrived at by making
use of two consolidators, each of which cluster the data points into
discrete clusters which correspond to the plotted categories (see
Figure 3.
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Time
Period

Domain ____

. . — Relevant Patents
Specification

P: Patent Datahase. F: Date Filter. C: Classifier

Figure 2: A technology monitoring system designed with
standard components

Time
Period

Domain ____
Specification

—> Chart/Dashboard

P: Patent Database, F: Date Filter, C: Classifier,
S;: Cosolidator 1, S5: Consolidator 2

Figure 3: Part of a technology landscaping system designed
with standard components

6 CONCLUSIONS AND FUTURE WORK

We showed how the ongoing and future software development ef-
forts in the patent-Al space can be greatly facilitated by aligning the
development with a schema of modular and highly-customizable
software components. Through examples we showed how the com-
ponents in such a schema can be interconnected like Lego bricks
to create varied patent data mining systems optimized for di [ert
ent tasks. Following such a schema will enable faster prototyp-
ing, smoother upgrades, and easier collaboration among research
groups. We therefore encourage researchers to consider [ifing their
work in a common modular system to speed up research and devel-
opment in the patent-Al space. In future work, we aim to de [né and
release such a modular system and open-source implementations
of its constituent components under the PQAI initiative. We invite
industry experts and researchers for collaboration in de [nihg and
standardizing this system.
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ABSTRACT

Patent examiners need to solve a complex information retrieval task
when they assess the novelty and inventive step of claims made
in a patent application. Given a claim, they search for prior art,
which comprises all relevant publicly available information. This
time-consuming task requires a deep understanding of the respec-
tive technical domain and the patent-domain-speci [clanguage. For
these reasons, we address the computer-assisted search for prior
art by creating a training dataset for supervised machine learning
called PatentMatch. It contains pairs of claims from patent appli-
cations and semantically corresponding text passages of di [erent
degrees from cited patent documents. Each pair has been labeled
by technically-skilled patent examiners from the European Patent
O [celAccordingly, the label indicates the degree of semantic cor-
respondence (matching), i.e., whether the text passage is prejudicial
to the novelty of the claimed invention or not. Preliminary experi-
ments using a baseline system show that PatentMatch can indeed
be used for training a binary text pair classi [edand a dense passage
retriever on this challenging information retrieval task. The dataset
is available online: https://hpi.de/naumann/s/patentmatch.

CCS CONCEPTS

» Computing methodologies ¥ Language resources; Supervised
learning; * Social and professional topics ¥ Patents; « Infor-
mation systems ¥ Retrieval tasks and goals.

KEYWORDS

patent documents, document classi [cation, dataset, prior art search,
dense passage retrieval, deep learning

1 PASSAGE RETRIEVAL FROM PRIOR ART

Language understanding is a very di [Cculk task. Even more so when
considering technical, patent-domain-speci [c locuments. Modern
deep learning approaches come close in grasping the semantic
meaning of simple texts, but require a huge amount of training data.
We provide a large annotated dataset of patent claims and corre-
sponding prior art, which not only can be used to train machine
learning algorithms to recommend suitable passages to human
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experts, but also illustrates how experts solve this very complex
IR-problem.

In general, a patent entitles the patent owner to exclude others
from making, using, or selling an invention. For this purpose, the
patent comprises so-called patent claims (usually at the end of a
technical description of the invention). These claims legally specify
the scope of protection of the invention.To be even more precise,
the legally relevant de [nition can be found in the independent
claims, i.e., usually in claim No. 1. Said claim 1 may be only a few
lines long and may comprise only rather generalized terms, in order
to keep the scope of protection as broad as possible. There may
be more than one independent claim, e.g., an independent system
claim 1 and an independent method claim 15. The further claims
are so-called dependent claims, i.e., they depend on an independent
claim. This dependency is explicitly de [néd in the preamble of the
dependent claim, e.g. by starting with: “2. The system according to
claim 1, wherein...”. The function of dependent claims is to de [né
optional features of the invention, which are preferable but not
mandatory for the invention (e.g., “...wherein the light source is
an OLED”).

In order to obtain a patent, it is required that the invention as
de [nad in the claims is new and inventive over prior art [19]. A
patent application therefore has to be [Iet at a patent o [cevhere
it is examined on novelty and inventive step by a technically skilled
examiner. In case a patent is granted, said patent is published again
as a separate patent document. For this reason, there exists a huge
corpus of publicly available patent documents, i.e., published patent
applications and patents.

As a further consequence of this huge patent literature corpus,
the examiners usually focus their prior art search on relevant patent
documents. Accordingly, they try to retrieve at least one older
patent document that discloses the complete invention as de [néd
in the claims, in particular in independent claim 1. In other words,
such a novelty-destroying document must comprise passages that
semantically match with the de [nikion of claim 1 of the examined
patent application. Said novelty-destroying document is manually
marked by an expert as “X” document in the search report issued by
the patent o [ceJ17]. Any retrieved document that does not disclose
the complete invention de [Mad in claim 1 but at least renders it
obvious, is marked as “Y” document in the search report. Further
found documents that form technological background but are not
relevant to the novelty or inventive step of claim 1, are marked as
“A” documents. As a consequence, only one retrieved “X” document
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or “Y” document is enough to refuse claim 1 and hence the patent
application. Due to this circumstance, the search task is rather
focused on precision than on recall. Usually, a search report issued
for an examined patent application only comprises a few (e.g., 5)
cited patent documents, wherein (as far as possible) at least one
document is novelty destroying (marked as “X” document).

Advantageously, a search report issued by the European Patent
O [celEPO) not only cites patent documents deemed relevant by an
expert but also indicates for each cited document which paragraphs
within the document are found to be relevant for the examined
claims. Figure 1 exempli [ed such a search report. The EPO search
report annotates each claim of the examined patent application
with speci [Ctext passages (i.e., paragraphs) of a cited document.
The EPO calls this rich-format citation. Given the application with
the [img number EP18214053, a patent o [cedcited prior art with
the publication number EP1351172A1. For example, paragraphs 27-
28, 60 and 70-74 are relevant passages for assessing the novelty of
claims 1 and 3 to 9 (marked by an “X” ). Furthermore, said para-
graphs are also relevant for the inventive step of claim 2 (marked
by an “Y” ). The search report also lists which search terms were
used. In this case, it is the IPC subclass GO6K.

2 RELATED WORK

Finding relevant prior art is even for well-trained experts a hard
and cumbersome task [10]. Due to the large volume of literature
to be considered as well as the required domain knowledge, patent
o0 [cerk rely on modern information systems to support them with
their task [18]. Nevertheless, the outcome of a prior art search,
either to check for patentability or validity of a patent, remains
imperfect and biased based on the patent examiner and her search
strategy [15]. In addition, di Cerknt patent o [cedcan reach di [erknt
conclusions for the same search [19]. With this paper we hope to
open the door to qualitatively and systematically analyse the search
practice particularly at European Patent O [cel

Traditionally, related work at the intersection of information
retrieval and patent analysis aims to support the experts by auto-
matically identifying technical terms in patent documents [11] or
keywords that relate to the novelty of claims in applications [24].
A challenge that all natural language processing applications in the
patent domain have is to cope with the legal jargon and special-
ized terminology, which led to the use of patent-domain-speci [c]
word embeddings in deep learning approaches [1, 22]. Further,
patent classi [cation is the most prominent task for the application
of natural language processing in this domain, with supervised
deep learning approaches outperforming all other methods [16, 22].
Large amounts of labeled training data are available for this task be-
cause every published patent document and application is classi [ed
according to standardized, hierarchical classi [cation schemes.

Prior art search is a document retrieval task where the goal is
to [nd related work for a given patent document or application.
Formulating the corresponding search query is a research challenge
typically addressed with keyword extraction [8, 25, 27]. Further,
there is research on tools to support expert users in de [nihg search
queries [23] or non-expert users in exploring the search space step
by step [14]. The task that we focus on in this paper is patent pas-
sage retrieval. Given a query passage, e.g., a claim, the task is to [nd
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relevant passages in a corpus of text documents to, e.g., decide on
the novelty of the claim. In the CLEF-IP series of shared tasks, there
was a claims to passage task in 2012 [7, 21]. The shared task dataset
contains 2.3 million documents and 2700 relevance judgements of
passages for training, which were manually extracted from search
reports. The passages are contained in “X” documents and “Y” docu-
ments referenced by patent examiners in the search reports. Similar
passage retrieval tasks can be found in other domains as well, e.g.,
passage retrieval for question answering within Wikipedia [3]. To
the best of our knowledge, the dense passage retrieval (DPR) model
for open-domain question answering by Karpukhin et al. [12] has
not been used in the patent domain so far and we are the [rst to
train a DPR model on patent data, which we describe in one of our
preliminary experiments. Research in the patent domain is limited
for three reasons: patent-domain-speci [ knowledge is necessary
to understand (1) di [erknt types of documents (patent applications,
granted patents, search reports), (2) di Lerknt classi [cation schemes
(IPC, CPC, USPC) and (3) the steps of the patenting process ( [lifg,
examination, publication, granting, opposition).

In this paper, we present PatentMatch, a dataset of claims
from patent applications matched with paragraphs from prior art,
e.g., published patent documents. Professional patent examiners
labeled the claims with references to paragraphs that are prejudicial
to the novelty of the claim (“X” documents, positive samples) or
that are not prejudicial but represent merely technical background
(“A” documents, negative samples). We collected these labels from
search reports created by patent examiners, resolved the claims and
paragraphs referenced therein, and extracted the corresponding
text passages from the patent documents. This procedure resulted
in a dataset of six million examined claims and semantically cor-
responding (matching) text passages that are prejudicial or not
prejudicial to the novelty of the claims. The remainder of this pa-
per is structured as follows: Section 3 describes the data collection
and processing steps in detail and provides dataset examples and
statistics. Section 4 outlines research tasks that could bene [Ifrom
the dataset and presents two preliminary experiments for two of
these tasks. Finally, Section 5 concludes with a discussion of the
potential impact of the presented dataset.

3 PATENTMATCH DATASET

The basis of our dataset is the EP full-text data for text analytics
by the EPO.! It contains the XML-formatted full-texts and publica-
tion meta-data of all [etl patent applications and published patent
documents processed by the EPO since 1978. From 2012 onwards,
the search reports for all patent applications are also included. In
these reports, patent examiners cite paragraphs from prior art doc-
uments if these paragraphs are relevant for judging the novelty
and inventive step of an application claim. Although there are no
search reports available for applications [Ietl before 2012, we do
not discard these older applications because their corresponding
published patent documents are frequently referenced as prior art.
We use all available search reports to create a dataset of claims of
patent applications matched with prior art, more precisely, para-
graphs of cited “X” documents and “A” documents. Accordingly,
“X" citations represent positive samples and “A” citations represent

Lhttps://www.epo.org/searching-for-patents/data/bulk-data-sets/text-analytics
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Figure 1: In this excerpt from a search report, a patent examiner cites paragraph numbers of the published patent document
EP1351172A1 for assessing the novelty of claim 1 and 3-9 of application EP18214053.

negative samples. These two categories “X” and “A” di Lerdsigni [
cantly regarding the level of semantic relevance of a given citation
for a given claim. “Y” citations are not used in this work, as they
seem too close to “X” citations with regard to their level of semantic
relevance to generate a good training signal.

Our data processing pipeline uses Elasticsearch for storing and
searching through this large corpus of about 210GB of text data.
As a [rst data preparation step, an XML parser extracts the full
text and meta-data from the raw, multi-nested XML [es. Further,
for each citation within a search report, it extracts claim number,
patent application ID, date, paragraph number, and the type of the
references, i.e., “X” document or “A” document.

Since the search reports were written in a rather systematic, but
still unstructured and non-consistent way, a second parsing step
standardizes the data format of paragraph references. References
like “[paragraph 23]-[paragraph 28]” or “0023 - 28” are converted to
complete enumerations of paragraph numbers “[23,24,25,26,27,28]".
Furthermore, references by patent examiners comprise not only text
paragraphs but also [gures, [gure captions, or the whole document.
In our standardization process, all references that do not resolve to
text paragraphs are discarded.

In the [nal step, we use the index of our Elasticsearch document
database to resolve the referenced paragraph numbers (together
with the corresponding document identi [erk) to the paragraph
texts. Similarly, we resolve the claim texts corresponding to the
claim numbers. Thereby, we obtain a dataset that consists of a
total of 6,259,703 samples, where each sample contains a claim
text, a referenced paragraph text, and a label indicating one of
the two types of reference: “X” document (positive sample) or “A”
document (negative sample). Table 1 lists statistics of the full dataset
and Figure 2 exempli [ed a claim text and cited paragraph texts of
positive and negative samples.

We also provide two variations of the data for simpli [ed usage
in machine learning scenarios. The [rst variation balances the label
distributions by downsampling the majority class. For each sample
with a claim text and a referenced paragraph labeled “X”, there is
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Table 1: Dataset statistics: Each sample is a pair of an appli-
cation’s claim and paragraph cited from either an “X” docu-
ment (positive sample) or “A” document (negative sample).

Samples 6,259,703
“X” document citations 3,492,987
“A” document citations 2,766,716
Distinct patent applications 31,238
Distinct cited documents 33,195
Distinct claim texts 297,147
Distinct cited paragraphs 520,376
Median claim length (chars) 274
Median paragraph length (chars) 476

also a sample with the same claim text with a di [erknt referenced
paragraph labeled “A” and vice versa. This balanced training set
consists of 347,880 samples. In this version of the dataset, di Cerknt
claim texts can have di Lerent numbers of references. The number
of “X” and “A” labels is only balanced for each claim text itself.

The second variation balances not only the label distribution but
also the distribution of claim texts. Further downsampling ensures
that there is exactly one sample with label “X” and one sample with
label “A” for each claim text. As a result, every claim in the dataset
occurs in exactly two samples. This restriction reduces the dataset
to 25,340 samples.

The PatentMatch dataset is published online with example
code that shows how to use it for supervised machine learning, and
a description of the data collection and preparation process.2 As the
underlying raw data has been released by the EPO under Creative
Commons Attribution 4.0 International Public License, we also
release our dataset under the same license.3 To foster comparable
evaluation settings in future work, we separated it into a training

2https://hpi.de/naumann/s/patentmatch
3https://creativecommons.org/licenses/by/4.0/
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Figure 2: An excerpt from a search report showing a claim
and cited paragraphs. The “X” document (positive sample)
is novelty-destroying for the claim while the “A” document
(negative sample) is not novelty-destroying and merely con-
stitutes technical background.

set (80%) and a test set (20%) with a time-wise split based on the
application [limg date: All applications contained in the training
set have an earlier [Iing date than all applications contained in the
test set (March 29th, 2017).

4 PRELIMINARY EXPERIMENTS

Modern information retrieval systems do not solely rely on match-
ing keywords from queries with documents. Especially for com-
plex information needs, semantic knowledge needs to be incorpo-
rated [5]. With the rise of deep learning models, as well as word
and document embeddings, improvements in grasping the semantic
meaning of queries and documents have been made [2]. A hum-
ber of related tasks aim at [nding semantically related informa-
tion, making use of advanced semantic representations [6] and
intelligent retrieval models [20]. Passage retrieval [13], document
clustering [9], and question answering [28] all rely on identifying
semantically related information.

Addressing a [rst exemplary task, we conducted preliminary
experiments on text pair classi [cdtion with Bidirectional Encoder
Representations from Transformers (BERT) [4] as a baseline system.
The text pair classi [cation uses the same neural network architec-
ture as the next sentence prediction task: Given a pair of sentences,
the next sentence prediction task is to predict if the second sen-
tence is a likely continuation of the [rst sentence. In our text pair
classi [cdtion scenario, given a claim text and a cited paragraph text,
the task is to decide whether the paragraph corresponds to an “X”
document (positive sample) or an “A” document (negative sample).
To make this decision, the model needs to assess the novelty of the
claim in comparison to the paragraph. To this end, it transforms
the input text to sub-word tokens and transforms them to their
embedding representations. These representation pass through 12
layers of bidirectional Transformers [26] and the [nal hidden state
of the special token [CLS] encodes the output class label. Our
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implementation uses the FARM framework and the pre-trained
bert-base-uncased model.#

The test set accuracy on the balanced variation of the data is 54%.
On the second variation of the data, which contains exactly one “X”
document citation and one “A” document citation per claim, the
accuracy on the test set is 52%. For both variations, the accuracy
improvements per training epoch are small and the validation loss
stops to decrease after training for 6 epochs. It is not to our surprise
that the task poses a di [culk challenge and that a [nd-tuned BERT
model is only slightly better than random guessing. The complex
linguistic patterns, the legal jargon, and the patent-domain-speci [
language make it sheer impossible for laymen to manually solve
this task and therefore an interesting research challenge for future
work.

A second exemplary task is dense passage retrieval (DPR). In-
spired by the work by Karpukhin et al. [12], we transform the
PatentMatch dataset into the DPR format used for open-domain
question answering. Dense passage retrieval is the Lrst step of open-
domain question answering and the DPR format contains lists of
questions, where each question is accompanied with the correct
answer, a passage that contains the answer (positive context), and
a passage that does not contain the answer but is still semanti-
cally similar to the question (hard negative context). We apply this
format to our scenario of matching patent claims with passages
from prior art, such that the claim represents the question and the
paragraph text from the referenced “X” document is the positive
context and the paragraph text from the referenced “A” document
is the hard negative context. This version of the PatentMatch
dataset contains exactly one sample with label “X” and one sample
with label “A” for each claim text, which results in about 12500
triples (claim, positive, hard negative) in DPR format.

Using the dataset in DPR format, we train a DPR model, which
comprises two BERT models (bert-base-uncased) [4]. One model
encodes patent claims while the other encodes paragraph texts
from “X” and “A” documents. As in the original DPR paper [12], we
leverage in-batch negatives for training, which means that given
a batch with claims and paragraph texts from corresponding “X”
and “A” documents as positive and hard negative contexts, we
use the positive context of each claim as an additional negative
context for all other claims in the same batch. Using a batch size
of 8, there are 8 claims in each batch, 8 positive contexts, 8 hard
negative contexts, and implicitly also 7 in-batch (non-hard) negative
contexts for each claim. The learning rate is set to 10 ° using Adam,
linear scheduling with warm-up, and a dropout rate of 0 1. Due to
memory constraints on the GPU, we limit the claim texts to 200
tokens and the paragraph texts to 256 tokens. In our preliminary
experiment, the model achieves an average in-batch rank of 1.42
after training for 5 epochs, which means that the positive context is
ranked between second and third position out of eight on average
(rank 0 corresponds to [rst position). Although the method does
not return perfect results, it is very useful as a tool for experts
who now need to only look at a handful of candidates instead of
thousands to [nd the right paragraph.

4https://github.com/deepset-ai/FARM, https://huggingface.co/bert-base- uncased
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5 IMPACT & CONCLUSIONS

With this paper, we not only introduce an extensive dataset that can
be used to train and test systems for the aforementioned tasks, but
also provide training data for patent passage retrieval [21]: a very
challenging search task mostly conducted by highly-trained patent-
domain experts. The need to at least partially automate this task
arises from the growing number of patent applications worldwide.

And with deep learning methods requiring large training sets, we
hope to foster research in the patent analysis domain by providing
such a dataset. We presented a novel dataset that comprises pairs of
semantically similar texts in the patent domain. More precisely, the
dataset contains claims from patent applications and paragraphs
from prior art. It was created based on search reports by patent
o [cerk at the EPO. The simple structure of the dataset reduces
the amount of patent-domain knowledge required for analyzing
the data or using it for supervised machine learning. With the
release of the dataset, we thus hope to foster research on the (semi-
Jautomation of passage retrieval tasks and on user interfaces that
support experts in searching through prior art and creating search
reports.

Further, we hope to spark research in analysing how patent
experts search for relevant patents and, maybe more interesting,
which relevant patents they miss and for what reason. By providing
the matched claims and paragraphs, the search process of patent of-
[cdrs can be analyzed and search results compared. For future work,
our learned model could be used to adapt the experts’ keyword
queries for higher recall and to understand the relationship between
results from manually curated queries and (relevant) results from
deep learning models.
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ABSTRACT

Patent images such as technical drawings contain valuable infor-
mation and are frequently used by experts to compare patents.
However, current approaches to patent information retrieval are
largely focused on textual information. Consequently, we review
previous work on patent retrieval with a focus on illustrations in
[gures. In this paper, we report on work in progress for a novel
approach for patent image retrieval that uses deep multimodal fea-
tures. Scene text spotting and optical character recognition are
employed to extract numerals from an image to subsequently iden-
tify references to corresponding sentences in the patent document.
Furthermore, we use a neural state-of-the-art CLIP model to extract
structural features from illustrations and additionally derive textual
features from the related patent text using a sentence transformer
model. To fuse our multimodal features for similarity search we
apply re-ranking according to averaged or maximum scores. In our
experiments, we compare the impact of di Lerknt modalities on the
task of similarity search for patent images. The experimental results
suggest that patent image retrieval can be successfully performed
using the proposed feature sets, while the best results are achieved
when combining the features of both modalities.

CCS CONCEPTS
» Information systems ¥ Image search; Contentanalysisand

feature selection; « Computing methodologies ¥ Visual content-

based indexing and retrieval; Image representations.

KEYWORDS

Patent Image Similarity Search, Deep Learning, Mulitmodal Feature
Representations, Scene Text Spotting

1 INTRODUCTION

Patent experts and researchers often encounter language and ter-
minology barriers when conducting searches to identify research
or patent gaps, (newly) emerging technology developments, or to
check the patentability of research results. Existing patent retrieval
methods are primarily based on textual searches and largely exclude
illustrations and the relationship between text and image. Often,
however, the innovation of a patent can be identi [ed with the help
of an illustration, and patents with similar or related innovations
can be quickly analysed by looking at illustrations in a comparative
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way. In this context, a survey with patent experts con [rmhs the
importance of illustrations in their high informative value and the
demand for an image-based search [8]. Moreover, with the con-
tinuous re [nément of already patented research, the terminology
used changes [3], making it more di Cculk to [nd corresponding
patents. This problem is exacerbated when cross-linguistic searches
are conducted. Therefore, illustrations provide an alternative way
to enable the identi [cation of relevant results in patents, regard-
less of language and terminology. The use of illustrations is also
advantageous for domain and patent class independent searches.
In this way, intellectual property (IP) rights can be evaluated for
further application domains, which is only possible to a limited
extent with a purely textual search. This is especially relevant for
basic and technical patents, whose scope of application is often not
clear at the beginning of the creation of an exploitation strategy.

In this paper, we present a novel multimodal system for semantic
patent image retrieval in a query-by-example scenario. To extract
visually relevant features from images, pre-trained embeddings us-
ing deep neural networks are used. Furthermore, scene text spotting
is applied in order to extract numerals from the images and map
them to their mentions in the patent text. Next, we derive textual
features from the relevant sentences in the text utilizing sentence
transformers. Finally, textual and visual features are used to index
the represented illustrations. Experimental results are presented for
semantic image search investigating both unimodal and multimodal
feature sets.

The rest of the paper is organized as follows. We review related
work in Section 2. Section 3 introduces the proposed approach
for multimodal patent image search. We provide an experimental
evaluation of the proposed solution in Section 4 and conclude the
paper with a short discussion of results in Section 5.

2 RELATED WORK

Previous approaches to patent information retrieval have been
largely limited to textual information [19]. However, terminology
in patents changes continuously due to the constant evolution
of the presented content and is inconsistent for this reason [3].
Often, innovative terminology is "invented" along with the actual
invention. One result of this evolution is that search results are often
incomplete and do not display all relevant patents. The (additional)
evaluation of non-textual information in the form of illustrations,
such as technical drawings, graphs and diagrams, can facilitate and
signi [cantly improve the search for similar or relevant patents. In
addition, references to the relevant text passages are often given in
numerical form in these illustrations, so that automatic recognition
of these image-text references can also signi [cantly improve the
quality of the (multimodal) search results.
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Figure 1: Proposed system for multimodal patent image retrieval.

The more general problem of searching in image databases (im-
age retrieval) has been intensively researched in the last decades.
Simpler methods for search in image databases are usually based on
so-called low-level features, which technical descriptions of shape,
color, or texture. However, results based on such features very often
do not meet the search needs of users, which are mostly of a content
or semantic nature ("semantic gap") [21]. In recent years, signi [
cant progress has been made to automatically recognize content in
images (denoted as object recognition or visual concept detection)
[22], especially through deep learning approaches [5, 10, 30]. In
this way, search queries of a content-related nature can be more
accurately answered.

An important aspect of the presented approach is the similarity
search that follows feature extraction. Current similarity search
approaches learn compact codes to replace images [18, 27, 28]. The
compact codes usually compress high-dimensional features of a
Convolutional Neural Network (CNN) trained on speci [C tlatasets
suitable for the given task. However, these methods are not opti-
mized for the technical and schematic illustrations in patents, so
there is a need for research and development in this area.

So far, there are relatively few speci [Chpproaches for searching
visual information in patents [29]. An example is the Patmedia
method for similarity search [25], extensions of this [20, 23, 24], or
other approaches for concept-based graphical search [11, 13]. These
methods generally extract textual and visual low-level features from
patent images and train detectors that identify a limited number
of prede [néd concepts. Experiments of these works show that the
combination of visual and textual features works best for the task
of concept detection. More recent approaches [9, 14] establish the
references of [gures and related text passages using an automatic
detection of the corresponding numerical referencing in the [gures.
Another approach [4] uses SIFT-like local histograms as features
and represents the images in patents using Fisher vectors. In the
experiments based on the 2011 CLEF-IP evaluation [15], the best
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retrieval results were achieved by late fusion of textual and non-
textual results. Bhatti and Hanbury [3] provide an overview of
further research regarding speci [c Tgure types (photo, [aw chart,
technical drawings, diagrams, graphs) that may also be relevant
for patent retrieval. However, to date no integrated patent retrieval
system exploiting multimodal search does exist. The representation
and quality of the images in patents as well as their schematic and
sketchy character require speci [Capproaches or the recognition of
special objects that are particularly relevant in patents.

3 MULTIMODAL PATENT IMAGE SEARCH

We now discuss the proposed system that incorporates multimodal
patent features to establish a similarity search based on illustrations.
Figure 1 illustrates the individual steps. First, we extract visual and
textual features (Section 3.1, 3.2) from the patent images. Then,
based on each modality an index of corresponding image feature
vectors is built (Section 3.3). Finally, the most similar results to a
query image can be retrieved by re-ranking results based on both
indexes.

3.1 Image Feature Extraction

Patent images are a special category of images that have sketch-
like characteristics. They usually consist of technical drawings,
diagrams, or graphs and are mostly black and white. While smaller
details can often be of great relevance for interpretation, they often
also contain redundant patterns. To represent these kind of images,
features are extracted using deep neural network. We use the Con-
trastive Language-Image Pre-training (CLIP) [16] model that was
trained on a multimodal dataset of 400 million image-text-pairs
collected from the internet. The CLIP model is aimed at learning
visual concepts from natural language supervision and is primarily
designed for [eXible zero-shot computer vision classi [cation on
arbitrary image datasets by providing simple textual image descrip-
tions. This powerful approach has improved the state of the art
on several benchmark datasets including ImageNet Sketch [26],
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The wheel loader 101 comprises an
equipment 111 for handling objects or
material. The equipment 111 comprises a
load-arm unit 106 and an implement 107_in
the form of a bucket fitted on the load-arm
unit.A first end of the load-arm unit 106 is
pivotally connected to the front vehicle
section 102. The implement 107 is pivotally
connected to a second end of the load-arm
unit 106. ...

Figure 3 shows a driving pattern comprising
a series of steps from excavation to loading
onto the articulated hauler 201. Specifically,
the wheel loader 101 travels forward, see
arrow 302, to the natural ground 301 in a
straight position, wherein the front and rear
vehicle parts are in line. When it approaches
the natural ground 301, it thrusts into the
natural ground, see arrow 303. The lifting
arm unit is raised, wherein the bucket 107 is
filled with material from the natural ground.

Figure 2: Image-text relations through OCR.

which contains sketch images with characteristics similar to patent
images. This motivates us to utilize CLIP embeddings for the task of
patent image similarity search. In particular, we use the pre-trained
vision transformer (ViT-B/32) to extract visual features and embed
the patent images.

3.2 Textual Feature Extraction

Patent [gures usually contain image text, particularly numbers that
can be used to link illustrated concepts to a description in the patent
document. To use these textual descriptions, we [rst apply scene
text spotting methods (Section 3.2.1). After relevant sentences have
been identi [ed, they are embedded using sentence transformers
(Section 3.2.2).

3.2.1 Image-Text Relations using OCR. Optical Character Recogni-
tion (OCR) aims to recognize characters in images. Recently, scene
text recognition methods based on neural networks have emerged.
We use a two-step approach in which we [rst detect text blocks
and then recognize the text they contain. For scene text detection,
the CRAFT (Character Region Awareness For Text detection) [2]
model for character-level text detection is applied. Subsequently,
a four-stage deep scene text recognition (STR) framework [1] is
employed to extract the text. Although these methods were trained
for recognizing text in real-world scenes, they prove to be very
accurate on patent images, for which text detection and recogni-
tion is generally easier than for scene text. Once the image text
is extracted, we keep the numbers and prune irrelevant text. The
numbers are then used to identify the relevant sentences in the
XML [elof the corresponding patent document. For this purpose,
we tokenize the text, search for the numbers and keep all matching
sentences that provide a description for the illustrated concepts.
Exemplary text mappings resulting from the scene text recognition
can be seen in Figure 2.

3.2.2 Sentence Transformers. Sentence transformer neural net-
works were recently introduced and can be used to compute dense
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vector representations for sentences. We use a ROBERTa [12] model
that was pre-trained to produce semantically meaningful sentence
embeddings (accordingly to Sentence-BERT[17]) and optimized
for semantic textual similarity (STS) in the English language. We
embed all the sentences found in the previous image-text mapping
step. Finally, an average vector over all related sentences is created
to represent an patent image.

3.3 Similarity Search

Based on the extracted feature representations, indexes are built
using the FAISS library[7]. An index is based on product quanti-
zation [6] and allows for the e [Cieht comparisons between query
vectors and stored vectors based on cosine similarity and returns
nearest neighbors. We built separate indexes for both the image and
textual feature modalities based on a dataset comprised of 30 379
patent images. Subsequently, the nearest neighbors of a query im-
age can be retrieved by similarity search based a) on the stored
visual features, b) on the stored textual features, or c) on the basis
of a combination of ranking results of both indexes. For the last
option we explore two di Lerknt re-ranking approaches. The [rst
one is based on averaging the resulting similarity scores of each
modality, whereas in the second strategy the [nal ranking is based
on reordering according to maximum scores.

4 EVALUATION AND DISCUSSION

In this section, the patent image retrieval approaches are evaluated
according to the experimental setup in Section 4.2) and based on a
prede [ndd patent collection (Section 4.1). We discuss outcomes of
the experiments in Section 4.3.

4.1 Patent Dataset

We conduct our retrieval experiments on a patent collection from
the European Patent O [ce{EPO) focusing on the exemplary [eltls
of autonomous driving and wind power. To this end, we download
patents from the time period 2007 to 2020 and ensure that each
patent contains an XML [Ielto parse the structured text and image
information. After excluding formulas, our [nal patent collection
comprises 2 858 patent documents with a total of 30 379 [gures
of technical drawings, diagrams and graphs. Analogously, another
3 770 images from 300 patent documents are reserved as test data.

4.2 EXperiments

The performance of our system is evaluated using the average
precision (AP) score which is the most commonly used quality
measure for retrieval approaches. The AP score is calculated from
a list of ranked documents as follows:

AP= -

= 1"%= @)
where ”= and %= are the precision and recall at the = th threshold.
In general, AP is the average of the precision scores at each rele-
vant document. To evaluate the overall performance, the mean AP
(mAP) score is calculated by taking the mean value of the AP scores
across di Lerknt queries. To verify the performance of our system,
we randomly selected 20 query images along with their descrip-
tions (described in Section 3.2.1) from the test data and evaluated
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Table 1: mAP results up to rank 50 for randomly chosen
queries. Re-ranking (avg) denotes the averaging of the dif-
ferent modalities’ scores. Re-ranking (max) denotes the re-
ordering according to maximum scores.

Textual Features | Visual Features | e '21KiNg
max | avg
0.683 0.696 0.703 | 0.715

AP scores for the textual retrieval, visual retrieval and combined
retrieval based on re-ranking. To evaluate the relevance of an re-
trieval results we rely on the annotator assessment (done by one
of the authors). Using the additional [gure descriptions assists in
evaluating the relevance of retrieval results to the query image. The
ranked retrieval lists are evaluated for the top-50 ranks using the
AP score (AP@50).

4.3 Discussion

The results of our experiments are shown in Table 1. Using only vi-
sual features for image retrieval yields a slightly higher mAP score
of 0.696 compared to using textual features. The combination of
both modalities yields the highest mAP score of 0.715 when scores
of the textual and visual similarity search are averaged. Reordering
the similarity values according to the maximum scores for both fea-
ture sets had a smaller e [ect on the similarity search performance.
The results suggest that combining both modalities can help in-
crease the quality of retrieval results. In general, results based on
visual features were easier to annotate since the visual embeddings
retrieve mostly visually similar results. It should also be noted that
results based on textual features were harder to inspect and thus
annotated with the additional help of the sentences representing
the retrieved image. In general, it was observed that textual fea-
tures retrieved semantically relevant images. Thus, the combination
of both feature representations presents a good mixture of both
visually and semantically related patent images.

5 CONCLUSIONS

The discussion of related work for patent image retrieval revealed
that existing work is either outdated or insu [Cieht when it comes
to exploiting the multimodal information that patents provide. In
this paper, we have presented a framework that exploits multimodal
features to enable semantic patent image search. Image-text rela-
tions are identi [ed through scene text spotting and OCR yielding
a mapping of in- [gdre numbers to the corresponding text. This
allowed us to embed relevant text passages in feature vector rep-
resentations. Additionally, we successfully embedded the shape
and topological information in images using powerful deep neural
networks. We exploit both textual and image features in order to fa-
cilitate semantic similarity for patent images. Experimental results
demonstrated the feasibility of the approach, while suggesting that
the combination of both modalities is bene [Cial.

In the future, we plan to exploit further information in images
such as non-numeric image text. Moreover, we plan to incorporate
multimodal information in an end-to-end network and have a joint
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framework to conduct patent search. Thereby, we intent to fuse
features by exploiting multimodal machine learning architectures.
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ABSTRACT

Practitioners in the patent domain require high recall search so-
lutions with precise results to be found in a large search space.
Traditional search solutions focus on retrieving semantically sim-
ilar documents, however we reason that the di Cerknt topics in a
patent document should be taken into account for search. In this pa-
per we present PatentExplorer, an in-use system for patent search,
which empowers users to explore di [erknt topics of semantically
similar patents and re [n8 the search by [f#ring by these topics.
PatentExplorer uses similarity search to [rst retrieve patents for a
list of patent IDs or given patent text and then o [erk the ability to
re [na the search results by their di Cerknt topics using topic models
trained on the domains in which our users are active.

KEYWORDS
Patent search, Topic models, User interface

1 INTRODUCTION

The ever-increasing volume [1] and linguistic complexity of pub-
lished patent documents mean that searching for both high pre-
cision and high recall results for a given information need is a
challenging problem. Practitioners in the patent domain require
search results of high quality [21], as they provide the input to
processes such as infringement litigation or freedom-to-operate
clearing [15, 23]. The use of machine learning and deep learning
methods for patent analysis is a vibrant research area [5, 12] with
application in technology forecasting, patent retrieval [4, 19], patent
text generation [13] or litigation analysis. There has been much
research on the patent domain language which shows that the sec-
tions in patents constitute di Cerent genres depending on their legal
or technical purpose [20, 23]. We reason that patents consist of
di Cerknt topics contained in the di [erknt sections of the document.
The example in Figure 1 shows how a patent in the [eltl of data-
base systems can include topics such as physical storage of data
or search interfaces—for a given patent search goal one of these
could be relevant while the other is not. In industrial settings it is
additionally important that search tools are particularly sensitive
to individual companies’ domains of interest, thereby improving
the quality of search results.
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A real time database system con [gured to store database
content...

such that the replicas of each partition are contained on
di [erent physical storage units...

wherein the system provides an interface for user
searches for documents types including video, audio. ..

Figure 1: Example (abriged) of a multi-topic patent text

To provide an e [edtive patent search tool under these condi-
tions we present PatentExplorer, an in-use system for patent search,
which empowers the users to explore di[erknt topics in search
results and re [na the results by their topics. PatentExplorer uses
similarity search for [rst stage retrieval and domain-speci [Ctopic
modelling for re (nd@ment of the search results. We propose topic
modelling for search re (ndment because it is typical that a patent
document will deal with multiple related but orthogonal subjects.
For a particular information need, some but not all of these will be
relevant. Therefore we combine a document level analysis (similar-
ity) with a sub-document level analysis (topic models) for patent
search. The intention is that the user can retrieve a large set of
semantically related patents and inspect the topic distributions of
the most similar ones. In order to re [n@ the results the user can
apply Of#rs on speci [ctopics, thereby increasing the task-speci [c]
relevance of the most highly ranked results.

This paper presents the design and user interface of the in-use
web application which implements this idea as well as the technical
description. The system has been designed with a particular user
persona in mind. The intended user is a patent search professional,
and therefore is familiar with patent search tools and also has deep
knowledge of existing patent search methodologies, such as boolean
retrieval and category [If@ring, as well as having broad technical
knowledge of the relevant industrial domains.

2 BACKGROUND

In this section we give some background about related work on
patent search tools, furthermore we introduce the methods for simi-
larity search and topic models which we employ in PatentExplorer.

2.1 Related work

Patent search holds several domain-speci [c_thallenges for informa-
tion retrieval [15]. Furthermore serving the speci [clise-case setting
of practitioners in a company requires company-speci [Chdapta-
tion of the search solution. Di Lerknt techniques and approaches
have been explored to improve and re [na the search results in the
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patent domain, ranging from query expansion [2, 16, 25] to term
selection [10]. For prior art retrieval in the CLEF-IP workshop [19],
Verma and Varma [26] demonstrate high retrieval performance by
representing a patent document by its IPC classes and computing
similarity of patents based on the IPC classes. For patent search
tools, mainly the challenge of high coverage of all published patents
is addressed with an federated approach [22] or a single access point
via text editor [7].

2.2 Methods

2.2.1 Similarity search. Similarity search is a method for retrieval
where for a given query document, a ranked list of semantically
relevant documents is computed, as shown in Figure 2. The gen-
eral approach is to [rst embed the query document into a vector
representation which encodes its semantics. This representation
is then compared to the equivalent representations for each of the
known documents in the search index. The results are then sorted
by similarity score and the highest ranking results are presented to
the user. The similarity function is usually cosine similarity.

The crucial step is to [nd an embedding which computes a suit-
able document representation. Di Lerent representations have been
used in previous research, for instance tf-idf weighted sparse repre-
sentations, latent semantic indexing, or contextualised document
embeddings, for instance computed by a BERT model [9].

Despite the semantic richness of contextualised document em-
beddings, sparse representations have been found to be competitive
in large scale retrieval scenarios [14]. We employ tf-idf weighted
sparse representation in PatentExplorer for retrieving similar patents
in the [rst stage. Large scale retrieval needs to use e [Cieht indexing,
such as algorithms for approximate nearest neighbour search [11],
to avoid computing the cosine similarity scores for every document
in the search space. Therefore we employ approximate nearest
neighbor search on the sparse representations in PatentExplorer.

2.2.2  Topic models. Topic models help to understand the internal
structure of large text data sets by summarising the themes which
occur in the documents [8]. Topic modelling is an unsupervised
approach (ie no labelled data is required) and can be applied to any
domain. The only assumptions are the distributional hypothesis,
that the frequency of occurrence of words and phrases is a good
re [edtion of the strength and prevalence of themes, and the assump-
tion that in general documents are a mixture of several topics. The
topic modelling process begins by converting a set of documents
into a sparse term-document matrix ) containing weighted fea-
ture frequencies for each document. The topic modelling algorithm
transforms this matrix into a pair of matrices / and  such that

) /

/ , the term-topic matrix, encodes the weight of each feature with
respect to the topics and , the document-topic matrix, contains a
latent representation for each document showing which topics it
belongs to.

We consider two algorithms for topic modelling in this work,
latent Dirichlet allocation (LDA) [6] and non-negative matrix fac-
torisation (NMF) [24]. LDA is a generative model which treats
documents as a distribution over topics and topics as a distribution
over words. NMF is a method for decomposing large matrices of
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Figure 3: Similarity Search in PatentExplorer entering a list
of patent IDs or a patent text

non-negative values into the product of smaller matrices, in this
case into the matrices / and . In each case the topic distributions
(the rows of the matrix ) can be interpreted as a document rep-
resentation and thus can be compared and analysed. The index of
the largest value of each row of s interpreted as the most likely
topic for that document. Topic modelling has previously been used
in the patent domain, for instance for technology forecasting [23].

3 PATENTEXPLORER

In this section we [rst show the user interface of PatentExplorer
and give some implementation details about the architecture, the
data and the similarity and topic models being employed in Patent-
Explorer.

3.1 User interface

The user interaction begins with the submission of a list of patent
IDs (accession numbers) or the text of a patent, as shown in Figure 3.
The system retrieves the text of the patents given in the list of
patent IDs and creates a local copy of the text content of each of the
patents. How many of the patents in the list are found in the index
is indicated with "Dataset contains - documents". The user can then
submit the "Dataset” to the system to retrieve similar documents
based on the similarity search.

For each of the similar documents, the system also computes
their topic distribution. The distribution is displayed along with the
accession number and similarity score between the query patent
and each similar patent, as shown in Figure 4. The most highly
weighted words for each topic, drawn from the matrix /, are dis-
played by hovering over the bars. The [gire also shows the [Ifgr
function which the system provides to re-rank the search results
according to their topics. Both positive and negative [Iférs can be
applied. Positive [Iférs lead to matching documents being lifted to
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Figure 4: PatentExplorer interface for exploring and re [ning the topic distribution of the search results.

the top of the ranked list, negative [If#rs lead to the matching doc-
uments being discarded from the results set. For both [Ifér types, a
list of topics can be speci[ed in the text [elll on the left hand side,
as well as two slider values. The two slider values restrict when the
[fér will match: a document matches if at least one of the chosen
topics has a weight in the topic distribution of that document of at
least “min probability”. The default value is 0 1. With a max rank
of A, the [fér will also only match if the chosen topic is among
the A most highly weighted topics in the distribution for that doc-
ument. So if the query document is the example in Figure 1, the
user could inspect the topic distribution to [nd, for instance, the
topic concerning physical storage, and apply a negative [fér to
remove it, leaving those results which have more to do with user
search. Finally, when the user is [nished applying [férs to the
search results, the results set can be downloaded as tabular data,
preserving the [féred order and including similarity scores.

3.2 Technical implementation

3.2.1 Data. To prepare the components of our system we collected
two overlapping data sets. The source is a commercially provided
database of patent abstracts in which patents from patent o [ced
worldwide have been translated into a consistent, English-language
form. We chose this data source in order to achieve maximum
uniformity of the input data, however PatentExplorer makes no
strong assumptions about the content of the documents, and would
also work on publicly available patent data. The Our-Portfolio data
set contains the patents whose assignee is our company or its
subsidiaries. It contains 73k documents. We [iéred this data set
to only contain patents [Ietl since 2010, resulting in a set of 36k
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documents. The All-Patents data set is the collection of all patents
published between 2014 and 2020, which contains approximately
15 million documents. For both data sets we extract the title and
abstract of the patents.

3.2.2 Architecture. The architecture of the system is shown in
Figure 5. The two main components are the similarity search and
the topic model. Each component o [erk an API with one function:
“get-similar-ids” and “get-topic-distribution”, respectively. The “get-
similar-ids” function receives one or more patent IDs and retrieves
the most similar documents from the search index, de [néd as the
cosine similarity between their representations. This is equivalent
to [nding the nearest neighbours of the query document in the
representation space. The “get-topic-distribution” receives a single
patent ID and computes the topic distribution for that document
from the previously trained topic model. The search index and the
topic model are static resources which are not changed during run
time. Both components retrieve the patent document content from
the database “Patent documents” directly as required, so that the
user must only supply document IDs.

3.2.3 Training the topic model. The topic model is trained on the
Our-Portfolio data set. The documents were preprocessed to remove
approximately 50 patent-speci [C3$top words, such as “invention” or
“apparatus”, as well as usual English stop words. We performed stem-
ming and then extracted all n-grams for = =1 2 3 4 to construct
the term-document matrix. We discarded words which occurred in
fewer than 10 documents or in more than 40% of the documents.
In preliminary experiments we used a coherence metric to in-
vestigate the optimal parameters for the topic model. In recent
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Figure 5: System architecture of PatentExplorer containing
the Similarity Search and Topic Modelling component

50: 100: 250:
NMF 065 0.67 0.69
LDA 061 0.63 0.65

Table 1: Coherence scores ( gy-+ ) for NMF and LDA across
three data set sizes. Each score is the average over the coher-
ence scores for : 2 f5 10 95 100g

years, several approaches to measure coherence have been devel-
oped based on distributional properties of word pairs over a set of
words [17, 18], which mostly di [eflin the pairwise scoring metric
being used. A typical choice is pointwise mutual information (PMI),
which measures the strength of association between words in a
data set within windows of a given size.

We use the coherence score #y++ as proposed by Aletras and
Stevenson [3]. An # -dimensional context vector is created for each
word F, whose elements are the normalised PMI values of F with
each of the other top words of the topic. Each word F is then
assigned the cosine similarity of its context vector and the sum of
the other context vectors. The coherence score of the topic is the
average of all of these cosine similarities.

To investigate which parametrisation of topic modelling works
best for patent text we took a sample of 513k English-language
patents from those published in 2010. We removed duplicates and
documents which were either very long or very short, leaving a set
of approximately 255k documents. As we show in Table 1, both LDA
and NMF exhibit similar performance on this data set, as measured
by #w - , with NMF discovering marginally better topics. We [nd
upon manual inspection that NMF is more robust across a wide
range of number of topics. We therefore choose NMF to implement
the system. We [nally use NMF with 75 topics to train the topic
model for the system on the Our-Portfolio data set.

3.24 Compiling the search index. To compile the search index we
must [rst compute an embedding for each document in the search
space. We use latent semantic indexing (LSI) to compute the doc-
ument vectors, which is the result of tf-idf vectorisation followed
by SVD compression [8]. Rather than computing the tf-idf weights
from the entire All-Patents data set, we instead compute the tf-idf
weights from the Our-Portfolio data set, so that each document
embedding in the search space will encode information which is
relevant to our industrial domains. We then apply an SVD com-
pression into 200 dimensions in order to reduce the size of each
document vector and therefore the size of the overall search index.
We use the resulting LSI projection function to compute a document
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embedding for each of the 15m documents in the All-Patents data
set.

To implement the lookup of documents given a query docu-
ment we use Annoy?!, a library which provides approximate nearest
neighbour search. Each document embedding is normalised before
insertion so that the cosine similarity can be computed with the dot
product function. The similarity component of the system provides
an endpoint which returns the IDs of the = most similar documents
for some query document and some =.

4 CONCLUSION AND FUTURE WORK

In this paper we present PatentExplorer, an in-use system for patent
search. PatentExplorer gives users the ability to retrieve similar
patents given a list of patent IDs or the patent text and re [né their
search results depending on the di [erknt topics of the patents. The
topic models are tailored to the domain-speci [C1opics of a company
operating in the technical domain.

Tailoring the search representation and topic models to our
domains turned out in initial user testing to o [erl mixed results.
Feedback from patent search experts indicates that while the sys-
tem can deliver relevant results within our domains, outside of
these domains it can return results with few or no relevant docu-
ments among the ten highest ranked results. While building and
testing our system we have found that the requirements of patent
search use cases place high demands on the accuracy of dedicated
search tools. In order to reduce the latency of the similarity search
to an acceptable level we were forced to simplify the similarity
computation, using a compressed tf-idf representation where a con-
textualised document embedding may well have produced better
results. It is also crucial to provide full coverage: The dataset of
patents which the system contains goes back to 2014, however
for prior art searches, all previously published patents should be
discoverable. Finally the need to update the search index continu-
ously leads to considerable recurring computational load and data
management tasks—this is not yet provided for.

Our future work to improve the system will include expanding
the system architecture to e [ciehtly handle a larger number of
documents in the search space. In the longer term we intend to
investigate introducing more appropriate document representa-
tions to be used in the search index, for instance by using a large
language model such as BERT, or by learning the representations
via a supervised auxiliary task.
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