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2 Summary

Deutsch Es ist weithin bekannt, dass die Performanz von vielen Algorithmen von ihren Parametern
abhängt. Um mühsames und fehleranfälliges Parameteroptimieren zu vermeiden, wurden
automatisierte Ansätze entwickelt, um effizient Spitzenleistungen von Algorithmen zu erreichen.
Allerdings haben diese Ansätze den Nachteil, dass die Parametereinstellungen nur einmalig festgelegt
werden, obwohl viele hand-designte, interne Heuristiken von KI-Algorithmen meist reaktiver Natur
sind und Parameter dynamisch während der Laufzeit anpassen. In diesem Projekt haben wir
Ansätze entwickelt, um solche reaktiven, dynamischen Heuristiken zur Steuerung von Parametern
aus Daten automatisch zu lernen gelernt und damit die Effizienz der Algorithmen noch weiter zu
steigern. Dazu setzten wir auf neuste Erkenntnisse aus dem Bereich des Bestärkenden Lernens, in
dem wir die Aufgabe der Algorithmenkontrolle als kontextuelles MDP formulieren. So konnten wir
Algorithmen aus mehreren Bereichen deutlich effizienter gestalten, etwa im Automatischen Planen, in
Evolutionären Algorithmen oder im Deep Learning. Damit die Community weiterhin dynamisch in diesen
Domänen arbeiten kann, haben wir außerdem eine frei verfügbare Benchmark-Library erstellt. Um das
Bestärkende Lernen für Algorithmenkontrolle anzupassen haben wir desweiteren Ansätze entwickelt,
um die zeitliche Komponente sowie den Instanzkontext explizit zu modellieren. Dieses Projekt lieferte
also die theoretischen, praktischen und empirischen Grundlagen und die erste Benchmark-Library zur
Algorithmenkontrolle. Des Weiteren zeigten wir erstmals das Potenzial des Bestärkenden Lernens für
diese Aufgabe, erweiterte das Bestärkende Lernen anhand von Algorithmenkontrolle und konnte so
Algorithmen verschiedener Domänen deutlich verbessern.

English It is widely known that the performance of many algorithms depends on their
hyperparameters. To avoid tedious and error-prone manual tuning, automated approaches have
been developed to efficiently achieve peak algorithm performance. However, these approaches have
the drawback of setting hyperparameter values only once, even though many hand-designed internal
heuristics of AI algorithms are typically reactive in nature, adjusting parameters dynamically during
runtime. In this project, we developed approaches to automatically learn such reactive, dynamic
heuristics for hyperparameter control from data and thus further enhance the efficiency of algorithms.
To achieve this, we leveraged the latest advances in reinforcement learning by framing the task of
algorithm control as a contextual Markov Decision Process (MDP). This allowed us to make algorithms
across several domains significantly more efficient, such as in automated planning, evolutionary
algorithms, and deep learning. To enable the research community to continue working dynamically
in these domains, we also created a freely available benchmark library. Additionally, we developed
methods to adapt reinforcement learning for algorithm control by explicitly modeling the temporal
component and instance context. This project, therefore, provided the theoretical, practical and
empirical foundations and the first benchmark for dynamic algorithm configuration, demonstrated the
potential of reinforcement learning for this task for the first time, extended reinforcement learning through
the lens of algorithm control, and thus significantly improved algorithms across various domains.
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3 Scientific Work And Results

Hyperparameters1 are a major performance factor for many algorithms. There are several efforts
automating this tedious and error-prone task [1]. Most of these, however, do not take into account
that many domains would benefit from dynamic configuration during the algorithm’s runtime [2, 3].
This project’s goal was to utilize reinforcement learning (RL) [4] to learn dynamic configuration (DAC)
strategies that generalize across different instances of a given target algorithm. More specifically, the
project aimed to (i) establish a benchmark suite for dynamic algorithm configuration (ii) learn efficient
control strategies based on human expertise (iii) learn efficient control strategies for hard instances
and (iv) learn efficient control strategies that generalize across heterogeneous sets of instances. DAC
is a general paradigm being applicable to all kinds of iterative algorithms, but to show its efficacy, the
project proposal used deep learning, AI Planning, and Bayesian optimization as application areas. Due
to computational complexities that arose when combining Bayesian Optimization with RL, however, this
application area was largely replaced with evolutionary algorithms, a domain where DAC has provably
large potential [3, 5].

Before tackling any of these goals, however, we first needed to formalize DAC, as done in our 2020
ECAI paper [6] and refined in our 2022 JAIR follow-up [7]. We define DAC as a generalization of the
popular Algorithm Configuration [1] paradigm:

Definition 1 Given:

• an algorithm A,

• a configuration space Θ,

• a distribution over target problem instances D with domain I

• a space of possible dynamic configuration policies Π where each π ∈ Π, π : S × ItoΘ chooses a
configuration θ ∈ Θ for each instance i ∈ I and state s ∈ S of algorithm A

• and a cost metric c : Π× I → R

Find a π∗ ∈ arg minπ∈ΠEi∼D[c(π, i)]

We were able to show that DAC subsumes many common paradigms related to hyperparameters and
design decisions, thus focusing the efforts of the research community within a single paradigm [7]. With
this theoretical framework in place, we will now discuss the four major project objectives and how they
were achieved.

3.1 I. Benchmarking Dynamic Algorithm Configuration

Our 2021 IJCAI paper [8] introduces DACBench, our benchmark for DAC. It is an open-source
project with algorithms from several domains, including the project’s target domains of AI planning,
deep learning, and evolutionary algorithms as well as simple toy problems to test specific scenarios.
DACBench has since grown both in benchmarks and functionality (see also [7]). As specified in work
package (WP) 1, it provides state spaces and cost functions for the domains with options for further
configuration. As it is built on the gymnasium interface [9], using RL on it is simple, therefore it was
used for the majority of work in this project. As planned in WP1, DACBench started with a small
number of important hyperparameters per target algorithm, though there are extension options based
on recent results in scaling DAC to a larger number of hyperparameters [10, 11]. Similarly, DACBench

1Hyperparameters, algorithm parameters or control parameters are synomyms for the same. In view of our background in
machine learning, we go with the term hyperparameters as being established in our community. Nevertheless, as pointed
out later, we showed that the developed concepts also translate to other kinds of algorithms.
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contains curated instance sets for easy comparison. Establishing this benchmark early on in the project
and maintaining it throughout has enabled us and the community at large to engage with DAC in an
accessible and comparable manner.

3.2 II. Learning From Human Expertise

Our second project goal was utilizing human expertise to learn DAC strategies more efficiently
(corresponds to WP2). We chose the evolutionary algorithm CMA-ES [12] to demonstrate this
approach since CMA-ES already uses an expert-crafted dynamic heuristic for step size adaption,
therefore providing both a hard baseline and ample opportunity to gather expert data. We use the
PPO [13] algorithm in conjunction with the Guided Policy Search [14] strategy to first learn to imitate
CMA-ES’s step size adaption strategy and then improve it over time. In our 2022 JAIR paper [7], we
demonstrate that we can not only improve upon the solutions CMA-ES finds, we can also generalize to
unseen function instances. By learning from and improving CMA-ES’s own configuration strategy, we
show how we can use expert knowledge encoded in control heuristics for solving DAC with RL.

3.3 III. Solving Hard Instances

It was an important part of the project to explicitly focus on being able to help target algorithms solve
their hardest instances as well as improve the overall solution quality. Our 2021 ICAPS paper [15]
shows that DAC by RL is capable of improving both in AI planning, outperforming the static configuration
oracle in terms of solution speed but also solution quality. An important limiting component for solving
hard instances, however, is the execution time of such instances. We simply have to be more efficient
in solving them. We therefore developed TempoRL in our ICML’21 paper [16] as a RL pendant to
multi-fidelity optimization [17], as defined in WP3. In TempoRL, we separate learning to select the
configuration from learning when to switch the configuration. The RL algorithm predicts both jointly
and is thus able to explicitly model the execution time. This addition leads to much more efficient RL
training, reducing the required training steps by up to a factor of 13.

We applied similar ideas to DAC in a master thesis, unfortunately, with moderate success. From a
theoretical perspective, we still believe that ideas along the lines of TempoRL should be applicable to
DAC, but most DAC tasks seem to have an unknown property that limits the performance improvement
of TempoRL on DAC.

3.4 IV. Generalizing Across Instances

To maximize the utility of a meta-learned DAC controller, the project aimed to support the generalization
capabilities of RL to perform well across a diverse set of instances. As outlined in WP4, we therefore
adapted the RL training pipeline to schedule instances for improved performances and increased
training efficiency in our 2021 ICML paper [18]. A master thesis applied these results to DAC where
we saw interesting behavior with regard to model capability, though less conclusive than on other RL
problems.

In addition, besides scheduling instances, we investigated another way to improve generalization by
subselecting representative training instances in a GECCO paper [19]. The main idea is to characterize
DAC problems by their trajectories generated by representative DAC policies and use the SELECTOR-
framework [20] for subselecting a representative set of DAC tasks which lead to better generalization
performance on unseen DAC tasks.
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3.5 Additional Applications

In our AutoML Conf 23 paper [21], we approached DAC for Bayesian Optimization (BO) by adjusting
the exploration-exploitation trade-off online based on a state feature (APP3). This is achieved by
adjusting the exploration-exploitation trade-off parameter of the acquisition function Weighted Expected
Improvement. This weight is adjusted when the Upper Bound Regret [22], which was proposed as a
stopping criterion but here serving as a state feature, converges. This work is an important stepping
stone to achieve DAC for BO via a meta-learned controller which relies on meaningful state features.

3.6 Activities

As part of the international conference on AutoML 2022, we organized a DAC competition to raise
awareness of DAC and its potential. In addition, we started 2021 a large collaboration with many
international universities (incl. the University of Freiburg, Sorbonne University, the University of
Nottingham, and the University of Adelaide) to leverage the potential of DAC in different communities.
For example, researchers from the University of Freiburg and the Sorbonne University won a best-paper
award at GECCO as an outcome of this collaboration.

3.7 Handling of Research Data

All our papers in this project are open-source and freely available. Implementations are freely and
permanently available under an open-source license (either BSD or Apache license) on GitHub and
provide guidance on reproducing the papers’ results. If reasonable, further log files of the experiments
are also uploaded to GitHub, and details are provided as part of the papers.

3.8 DAC As A Growing Research Field

The way in which the DAC research landscape continues to grow shows the impact of this project. DAC
methods are increasingly able to close the gap between theory and practice [5, 23]. Additionally, there
are efforts to dynamically select algorithms in addition to hyperparameter [24, 25, 26]. We also see
success in scaling DAC by RL to higher numbers of hyperparameters, an important step towards full
dynamic control of algorithms [10, 27]. This project has laid the foundation for most of this work and
provided fertile ground for further exploration in dynamic configuration. Therefore we believe it has
reached its overarching goals with only minor deviations from the original plan (e.g. switching from
Bayesian Optimization to evolutionary algorithms as an application area).
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4 Published Project Results

In total, this project resulted in eight peer-reviewed publications in top-ranked journals and conferences
as well as two additional workshop papers and six patents.

4.1 Peer-Reviewed Publications

These papers (4× A*-ranked conference paper, 2× A-ranked conference paper, 1× conference paper,
and 1×Q1-journal paper according to CORE-Ranking and Scimago) contain the project’s main results.
All of them have been peer-reviewed and are freely available online:

• A. Biedenkapp et al. “Dynamic Algorithm Configuration: Foundation of a New Meta-Algorithmic
Framework”. In: Proceedings of the Twenty-fourth European Conference on Artificial Intelligence
(ECAI’20). Ed. by J. Lang et al. June 2020, pp. 427–434. DOI: 10.3233/FAIA200122

• D. Speck et al. “Learning Heuristic Selection with Dynamic Algorithm Configuration”. In:
Proceedings of the 31st International Conference on Automated Planning and Scheduling
(ICAPS’21). Ed. by H. H. Zhuo et al. AAAI, 2021. DOI: 10.1609/icaps.v31i1.16008

• T. Eimer et al. “DACBench: A Benchmark Library for Dynamic Algorithm Configuration”. In:
Proceedings of the 30th International Joint Conference on Artificial Intelligence (IJCAI’21). Ed. by
Z. Zhou. ijcai.org, 2021, pp. 1668–1674. DOI: 10.24963/IJCAI.2021/230

• T. Eimer et al. “Self-Paced Context Evaluation for Contextual Reinforcement Learning”. In:
Proceedings of the 38th International Conference on Machine Learning (ICML’21). Ed. by M.
Meila and T. Zhang. Vol. 139. Proceedings of Machine Learning Research. PMLR, 2021,
pp. 2948–2958 http://proceedings.mlr.press/v139/eimer21a/eimer21a.pdf

• A. Biedenkapp et al. “TempoRL: Learning When to Act”. In: Proceedings of the 38th International
Conference on Machine Learning (ICML’21). Ed. by M. Meila and T. Zhang. Vol. 139. Proceedings
of Machine Learning Research. PMLR, 2021, pp. 914–924 http://proceedings.mlr.press/

v139/biedenkapp21a/biedenkapp21a.pdf

• S. Adriaensen et al. “Automated Dynamic Algorithm Configuration”. In: Journal of Artificial
Intelligence Research (JAIR) 75 (2022), pp. 1633–1699. DOI: 10.1613/JAIR.1.13922

• C. Benjamins et al. “Self-Adjusting Weighted Expected Improvement for Bayesian Optimization”.
In: Proceedings of the Second International Conference on Automated Machine Learning. Ed. by
A. Faust et al. Proceedings of Machine Learning Research, 2023 https://proceedings.mlr.

press/v224/benjamins23a/benjamins23a.pdf

https://doi.org/10.3233/FAIA200122
https://doi.org/10.1609/icaps.v31i1.16008
https://doi.org/10.24963/IJCAI.2021/230
http://proceedings.mlr.press/v139/eimer21a/eimer21a.pdf
http://proceedings.mlr.press/v139/biedenkapp21a/biedenkapp21a.pdf
http://proceedings.mlr.press/v139/biedenkapp21a/biedenkapp21a.pdf
https://doi.org/10.1613/JAIR.1.13922
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• C. Benjamins et al. “Instance Selection for Dynamic Algorithm Configuration with Reinforcement
Learning: Improving Generalization”. In: Proceedings of the Genetic and Evolutionary
Computation Conference Companion. 2024, pp. 563–566 https://dl.acm.org/doi/10.1145/

3638530.3654291

4.2 Other Public Project Results

In addition to full journal and conference papers, this project resulted in two smaller workshop papers
containing preliminary results:

• C. Benjamins et al. “Towards Automated Design of Bayesian Optimization via Exploratory
Landscape Analysis”. In: NeurIPS 2022 Workshop on Meta-Learning. Ed. by F. Ferreira et
al. 2022

• C. Benjamins et al. “PI is back! Switching Acquisition Functions in Bayesian Optimization”. In:
NeurIPS Workshop on Gaussian Processes, Spatiotemporal Modeling, and Decision-making
Systems. Ed. by T. Broderick et al. 2022

• Benchmark-library DACBench: https://github.com/automl/DACBench

4.3 Patents

The project resulted in a total of six patents, four of which are filed in Germany and two in the US:

• M. Lindauer et al. “Verfahren, Vorrichtung UND Computerprogramm zum Einstellen eines
Hyperparameters”. IPC Nr. G06N 7/ 00 A I. P. N. EP3748551. 2020

• J. Spitz et al. “DEVICE AND METHOD FOR PLANNING AN OPERATION OF A TECHNICAL
SYSTEM”. IPC Nr. G06N 5/ 00 A I. P. N. US2021383245. 2021

• J. Spitz et al. “Vorrichtung und Verfahren zur Planung eines Betriebs eines technischen Systems”.
IPC Nr. G06Q 50/ 04 A I. P. N. DE102020207114. 2021

• S. Adriaenssen et al. “Method and device for learning a strategy and for implementing the
strategy”. IPC Nr. G06N 3/ 12 A I. P. N. US2022027743. 2022

• S. Adriaenssen et al. “Verfahren und Vorrichtung zum Lernen einer Strategie und Betreiben der
Strategie”. IPC Nr. G06N 3/ 08 A I. P. N. DE102020209281. 2022

• T. Eimer et al. “Verfahren zum Trainieren eines Algorithmus des maschinellen Lernens durch ein
bestärkendes Lernverfahren”. Deutsches Patent- und Markenamt (DPMA) IPC Nr. G06N20/00.
P. N. DE102022210480A1. 2024

https://dl.acm.org/doi/10.1145/3638530.3654291
https://dl.acm.org/doi/10.1145/3638530.3654291
https://github.com/automl/DACBench
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5 Further Information on the Project, Qualifications and Future Work

DAC showed a lot of promise in dynamically configuring algorithms. There are two major challenges
that need further investigation in the future: (i) reducing the amount of required training data for the DAC
policies – although we made major progress on this in this project, it is still not possible to apply DAC to
large DNNs with days or weeks of training time, e.g., to dynamically configure learning rates; (ii) scaling
DAC up to more hyperparameters – in most of our studies, we configured a single hyperparameter
successfully but it has a hard time to scale beyond 3 hyperparameters; however many algorithms have
rather 10 or more hyperparameters which could be configured. The latter problem is now studied in a
joint ANR-DFG project together with Carola Doerr from Sorbonne University.

Furthermore, we strongly believe that this research direction would be very interesting for pre-training
huge transformer models. Right now, people often use hand-designed heuristics to stabilize training if
needed, or even manually adjust hyperparameters in the middle of the training process. DAC could
be a very promising solution and increase the robustness of pre-training processes. The challenging
future research question will be on how to gather training data for the DAC policies in this setting, e.g.,
by making use of scaling laws in a dynamic setting.

Last but not least, we believe that we need to integrate more structural knowledge into the DAC learning
process. As many different research lines in reinforcement learning have shown, structural knowledge
(e.g., subgoals or decompositions of the state space) can substantially improve RL. However, we often
need expert knowledge to leverage such structural information. For DAC, it would be crucial to gain an
even deeper understanding of the underlying properties of the learning process and then develop new
approaches leveraging DAC-tailored structural information.
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